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Abstract

We study how model persuasion shapes workplace evaluations and career re-

wards. A principal observes only team output and infers individual ability through

a model of how strongly the agents’ abilities complement each other in producing

success or failure. Agents can influence evaluation by proposing alternative mod-

els that better fit the observed outcome. We show that only the agent initially

ranked higher can tilt interpretation in their favor. This over-amplifies small initial

differences and distorts rewards. Moreover, less risk-averse and more competitive

agents engage more in model persuasion, generating gaps in ability assessments and

rewards across otherwise identical demographic groups.

JEL codes: D82, D83, M51, J16

Keywords: Model persuasion; subjective performance evaluation; team production;

career concerns; reputational rewards; discrimination; organizations

1 Introduction

Careers stand and fall with performance evaluations. Managers allocate promotions,

academic committees make hiring decisions, and supervisors assign future tasks on the

basis of past output (Gibbons and Murphy, 1992; Baker, Gibbs and Holmström, 1994;

MacLeod, 2003; Benson, Li and Shue, 2019; Heckman and Moktan, 2020). In many

settings, however, output is produced jointly by several people. When performance is

observed only at the team level, evaluating individual ability requires a model of how the

team technology maps individual abilities into collective performance. Whoever shapes

that model shapes the evaluation.

∗Apffelstaedt: Faculty of Management, Economics and Social Sciences, University of Cologne; email:
apffelstaedt@wiso.uni-koeln.de. Mechtenberg: Department of Economics, University of Hamburg; email:
lydia.mechtenberg@uni-hamburg.de. We thank Katherine Coffman, Daniel Hauser, Dirk Sliwka, Stefan
Traub, Sevgi Yuksel, and audiences at various seminars and workshops for valuable comments and
discussions. This research has been funded by the Deutsche Forschungsgemeinschaft (DFG, German
Research Foundation) under the research unit “Big Structural Change” (Mechtenberg) and Germany’s
Excellence Strategy EXC 2126/1 - 390838866 (Apffelstaedt).
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This paper studies how such model dependence creates scope for model persuasion

in the workplace. We consider a team setting in which two agents compete for a scarce

reputational reward, such as a promotion or bonus, after jointly producing an observed

outcome. Rather than persuading the principal by claiming superior talent directly, an

agent can try to persuade him to interpret the same outcome through a different model of

the task environment—for example, a different model of how difficult success was or how

much the agents’ abilities had to complement each other for success to occur. A team

member who succeeds in persuading the principal can change what the observed outcome

implies about individual abilities, and therefore change who is favored in evaluation and

reward allocations.

Our paper makes three main contributions. First, we show that model persuasion

in team settings can be effective, while cheap talk cannot, and that it is intrinsically

asymmetric. An arbitrarily small difference in the principal’s prior beliefs about the two

agents’ abilities suffices to give the marginally higher-ranked agent a one-sided persuasion

opportunity. That agent can persuade the principal to adopt a model that amplifies the

agent’s initial edge in the face of new team-level performance data, whereas the lower-

ranked agent cannot profitably persuade the principal. In equilibrium, model persuasion

is therefore effective only for the initially higher-ranked agent. This mechanism is funda-

mentally different from cheap talk. Messages about ability are uninformative in equilib-

rium, but messages that change the model through which performance is interpreted can

be persuasive because they change the fit between model and data (Schwartzstein and

Sunderam, 2021).

Second, we show how this one-sided persuasion power generates and amplifies system-

atic inequality in evaluations and reputational rewards. Equilibrium model persuasion

leads the principal to adopt models that attenuate learning from joint output and amplify

the initially higher-ranked agent’s advantage. Hence, it can create undue reputation for

that agent and bias reward decisions in that agent’s favor, thereby amplifying inequalities

in prior evaluations. Moreover, because persuasion is tied to competition for a risky repu-

tational reward, agents who are less risk-averse—or, more broadly, place greater value on

relative standing—persuade more aggressively, so that differences in such traits alone can

generate systematic disparities in ex-post evaluations and reward outcomes even when

prior ability distributions are identical.

Third, we show that model persuasion can make organizational career gaps hard to

interpret. Observers outside the organization may see that some groups are promoted

more often, paid more, or otherwise advance more quickly than others, but they usually do

not observe the internal performance data or communication that shaped those decisions.

In our framework, such gaps can arise from differences in persuasion-relevant traits—such

as competitiveness or risk attitudes—while the environment is otherwise symmetric across
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Figure 1: Default (A) and alternative model (B) of paper acceptance by journal rank

groups: principals do not discriminate, ability distributions are identical, and groups do

not differ in entry into competition or any other ex ante margin. Yet the very same gaps

can be fit by equally persuasive models that attribute them either to discrimination or to

differences in ability. The paper thus offers a new reason why inequalities in organizational

careers may be persistent, while their causes remain contested.

A simple example helps to illustrate the persuasion mechanism in our setup. Consider

two junior researchers, Tom and Anne, who coauthor a paper. Their joint supervisor has

an attractive postdoctoral position to offer, and he wants to offer it to one of the two

students. In the supervisor’s eyes, Tom is more likely than Anne to be highly talented.

The difference is small, however, and Anne appears to be the more integrative personality.

The supervisor therefore waits for more information, in particular on how the market will

evaluate the paper.

The joint paper by Anne and Tom is accepted by one of the profession’s highest-ranked

journals. For both students, it is their first major publication success, so the outcome

is highly relevant for the supervisor’s decision. Under his default model of publication

conditions, shown in Figure 1, panel A, publication difficulty rises with journal rank.

A publication success at this rank therefore suggests that both coauthors must have

made exceptionally strong contributions, i.e., that their abilities are strong complements.1

Under this interpretation, the initial gap between Tom and Anne disappears, and the

supervisor will favor Anne for her integrative personality.

Tom, however, can suggest a different model of publication conditions. At lunch with

the supervisor, he argues that journals are not always equally demanding across topics.

1In our example, this complementarity is determined by the acceptance bars set by journals. In
sports disciplines such as tennis, artistic gymnastics, or figure skating, complementarity between the
performer’s and the trainer’s respective talents must be high to win a medal. Abilities of dancing partners
must complement each other for the pair to win competitions. Other examples for success-enhancing
complementarities abound.
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For this particular kind of paper—say, one centered on a novel equilibrium concept—

the relevant journal was, in his view, unusually receptive. The editor in charge had

been trying to encourage exactly this type of contribution, while other journals would

likely have been more skeptical. “During the last conference,” Tom says, “the editor

told me he is out there to push novel equilibrium concepts as much as he can. He

made me understand, you know, that he would try to see to it that our paper would be

published once we submitted to his journal. He also warned me that we would face a

lot of reactance from other editorial boards; so we better followed his advice.” Under

this alternative model, illustrated in Figure 1B, acceptance at the journal was easier

than under the supervisor’s default interpretation. If publication was easier than the

supervisor had thought, then acceptance is also less informative, i.e. it no longer follows

that both Tom and Anne must be highly talented, and the joint success no longer closes

the initial gap between them. Tom’s alternative model preserves, and can even amplify,

his ex-ante edge over Anne.

But why should the supervisor adopt Tom’s model? He does so because, given his prior

beliefs, it explains the observed outcome better than the default interpretation. Under

Tom’s model, success at the top journal was easier and therefore more likely; under

the default model, the same success is unlikely unless both students are exceptionally

strong. By maximum-likelihood logic (Schwartzstein and Sunderam, 2021), Tom’s model

is therefore more persuasive, is adopted by the principal, and secures Tom the job. Note

that Anne cannot do the same. Starting from a prior disadvantage, she benefits only

from models that close rather than preserve the gap and hence require that the observed

success is more informative about both students’ ability. But such models also make

success less likely and therefore must fail to persuade the principal.

Crucially, seeing through Tom’s strategic motivation does not neutralize the force of

his argument. Even if the supervisor fully understands that Tom is trying to tilt the deci-

sion in his favor, he still faces the fact that Tom’s model fits the observed success better.2

This is what distinguishes model persuasion from ordinary cheap talk. The proposed

model matters not because it reveals anything about Tom’s type, but because it carries

explanatory value aside of whatever information about the sender its communication may

transmit.3 Nor does the argument depend on whether Tom’s story is objectively true.

What matters is not truth as such, but whether the proposed model explains the data

better than the principal’s default.

2In Appendix A, we prove robustness of our argument to the assumption of sticky default models, for
instance when the principal only switches to models with predictions that do not deviate too much from
those of his default model, or when he penalizes models that are in the interest of the sender. We also
show for which relevant class of default models our argument remains robust when the principal uses a
Bayes-factor rule with the Bayes-factor exceeding one.

3See Appendix B for a detailed treatise for why cheap talk has no bite in our framework.
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The example also illustrates why risk aversion and preferences for relative standing

matter. By portraying the joint success as easier, Tom improves his chances of winning the

job, but he also makes that success less informative about his own ability and thereby

weakens his baseline reputation. The less risk-averse Tom is, or the more he values

outperforming Anne, the more willing he is to exploit persuasion opportunities that

increase his chances of winning at the cost of downplaying his own ability. As a result,

agents who are less risk-averse or more competitive will tend to be evaluated as relatively

more able and to secure more rewards than otherwise similar agents, even when ability

distributions are identical and the production environment is otherwise symmetric with

respect to those traits.

Our formal setup, described in Section 3, considers a principal and two agents who

have jointly completed a project. Each agent is either of high or low ability, and the

project’s outcome is either a success or a failure, denoted by s ∈ {1, 0}. The principal

observes only the team outcome, not the agents’ individual contributions, and begins

with prior beliefs about each agent’s ability. To update his beliefs in light of the joint

performance, he relies on a model of how strongly the agents’ abilities complement each

other in production. We index such models by a complementarity parameter κ ∈ [0, 1]: a

higher κ means that success is less likely when only one agent is highly able and therefore

that the same observed outcome is taken to be more informative about both agents’

abilities. The principal has a default complementarity model on which he relies absent

alternative proposals, but after the outcome is realized the agents may each propose an

alternative. The principal then adopts the model that best fits the observed data. The

agents, in turn, care both about their absolute reputation with the principal and about

their relative standing, because relative standing shapes the probability of receiving a

scarce reputational reward such as a promotion or bonus.

We use this framework to proceed in three steps. In Section 4, we characterize equi-

librium persuasion and show how it depends on whether agents care about absolute

reputation, relative standing, or both. In Section 5, we study how equilibrium persua-

sion changes posterior assessments and reward allocation relative both to the principal’s

default model and to a benchmark in which outcomes are assessed using a putative true

model. Building on these results, we analyze how model persuasion amplifies prior eval-

uation asymmetries across different social groups, labeled M and W . We then consider

a setting in which such prior asymmetries are absent. We show how model persuasion

translates heterogeneity in competitiveness and risk attitudes between M - and W -types

that are effective after the task outcome, when it comes to communicating success or fail-

ure, into systematic inequality in evaluations and reward allocation. Third, in Section 6

we discuss the robustness of our results to alternative modeling assumptions, and we

show how reward gaps can themselves become the object of model persuasion for outside
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observers. Finally, Section 7 concludes. Proofs, extensions, and further results are in the

appendix.

2 Related Literature

We contribute to the recent literature on model persuasion, initiated by Schwartzstein

and Sunderam (2021), by showing how model persuasion operates in collaborative work

settings in the presence of career concerns. In particular, we show how model persuasion

in organizations can generate systematically biased beliefs about agents’ types even when

principals and outside observers are ex-ante unbiased. In this sense, the paper also closely

connects to the literature on discrimination, starting with Becker (1957), Phelps (1972),

and Arrow (1973), by offering a complementary explanation of status gaps across social

groups.

Model persuasion differs from other forms of persuasion and communication by a

setting in which the persuader’s message contains a model that both fits the receiver’s

observations better than the default model and, once adopted, shifts the receiver’s poste-

rior beliefs in the persuader’s preferred direction. This literature builds on a related line

of work addressing the selection and persistence of (potentially misspecified) models in

learning environments.4 From that literature, the model-persuasion approach inherits the

assumption that decision-makers use a selection criterion to choose the model through

which they interpret available information—for example, past or future data—and up-

date their beliefs. While the literature has not yet converged on one selection criterion

(and is probably unlikely to do so in future), all assumed selection criteria share the com-

mon feature that consistency with observable data—that is, model fit—matters for model

choice. To this assumption, the model-persuasion literature adds the strategic placement

of models into the decision-maker’s consideration set, to make them switch models and

thereby alter their posterior beliefs.

Schwartzstein and Sunderam (2021) introduce model persuasion and formalize it in

a setting in which the decision-maker switches to an alternative model whenever its

Bayes factor relative to the default (the likelihood ratio of the observed data under the

two models) exceeds one. Barron and Fries (2025) test the predictions of Schwartzstein

and Sunderam’s leading finance example—in which an advisor proposes a model for

interpreting past investment performance so as to shape beliefs about future returns—in

a laboratory experiment and find strong support for them. Aina (2025) studies model

persuasion when the persuader communicates before the data are realized, derives the set

4See, e.g., Spiegler (2016); Heidhues, Kőszegi and Strack (2018); Spiegler (2020); Mailath and Samuel-
son (2020); Montiel Olea et al. (2022); Schumacher and Thysen (2022); Ba (2025). See Bohren and Hauser
(2025) for a recent review article.
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of feasible posteriors that the persuader can induce in a naive decision-maker, and finds

substantial scope for persuasion. We adopt two assumptions from this literature. First,

the decision-maker selects models by likelihood maximization. Second, his consideration

set contains only his default model and the models proposed to him by persuaders. Our

focus is on a setting with two potential persuaders who seek to shift the decision-maker’s

posterior beliefs in opposite directions. We show that their persuasive power can differ

radically even when the decision-maker’s prior ranking of them differs only marginally.

By demonstrating how endogenous differences in persuasive power generate group-

based biases in beliefs about agents’ abilities and career rewards, we contribute to the

literature on discrimination. Our paper offers a new mechanism for unequal evaluations

and rewards between social groups that does not require discriminatory preferences, bi-

ased priors, or true group differences in ability. Instead, such gaps can arise from strategic

attempts to shape how common performance signals are interpreted. The same fit-based

model-selection logic that governs persuasion inside organizations also helps explain why

competing interpretations of observed career gaps can remain persuasive to outside ob-

servers.

Within the discrimination literature, our paper is closest to Onuchic and Ray (2023).

They study pre-matched teams of two whose joint output depends on the agents’ respec-

tive abilities, abstracting from effort. Team members care both about the intrinsic quality

of their output and about the individual credit that an outside observer bestows on them

after observing only the joint output. Each team member chooses between contributing

an idea to the team and breaking away to produce solo output. Onuchic and Ray (2023)

show that small differences in the observer’s initial assessment make equilibria with sym-

metric credit fragile (in a sense defined in their paper), wheras non-fragile equilibria are

asymmetric and assign different credits to otherwise similar demographic groups.

Like Onuchic and Ray (2023), we abstract from effort and study credit attribution in

teams when individual contributions are not separately observed. Like them, we show

that small initial asymmetries in the evaluator’s assessment can be amplified into non-

marginal differences in individual credit. Our contribution differs, however, in two im-

portant respects. First, the amplification mechanisms differ. In Onuchic and Ray (2023),

unequal credit is sustained through endogenous selection into collaboration: public as-

sessments affect which ideas are pooled into joint work, and the resulting collaboration

patterns justify those assessments. In our model, the joint project has already been com-

pleted and team output is taken as given. The endogenous object is not whether agents

collaborate, but how agents manipulate the principal’s interpretation of the team output.

The resulting persuasion amplifies group-level bias when members of one group are more

often in the initially higher-ranked position, or when one group persuades more aggres-

sively. Second, our paper shows, crucially, that even without group-based differences in the
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evaluator’s prior beliefs, unequal credit can endogenously arise through model persuasion.

Bias therefore need not emerge from prior-induced differential collaboration patterns or

other amplification sources. It arises under entirely symmetric starting conditions when

one demographic group places greater weight on relative, rather than absolute, reputa-

tional rewards than another. The favored group is then the one with more competitive,

less risk-averse, and more confident individuals.

A related but distinct literature studies how early asymmetries propagate in dynamic

settings built around individual, not team, evaluations where learning is passive rather

than shaped by active persuasion. In these papers, small initial differences or early

distortions affect later opportunities, decisions, or information, and thereby shape long-

run career outcomes. Bohren, Hull and Imas (2025) show how discrimination at one

stage can distort subsequent decisions and the evidence on which later decision-makers

condition. Bardhi, Guo and Strulovici (2025) study early-career task assignment and show

that small initial statistical discrimination can either self-correct or spiral, depending on

whether employers learn primarily from successes or failures. Drugov, Meyer and Möller

(2026) show how early performance differences, even when partly due to luck, can have

persistent career consequences when organizations reward early strong performers. In our

setting, by contrast, the focus is on how model persuasion affects evaluations at any given

assessment stage, when the abilities of multiple individuals jointly determine observed

performance and agents can shape the principal’s interpretation of that performance. This

channel can amplify prior asymmetries, but it can also operate under group-neutral prior

beliefs, because differences in risk attitudes or competitiveness affect agents’ willingness

to exploit persuasion opportunities. Model persuasion in team settings thus provides

a complementary, and potentially interacting, channel through which asymmetries can

emerge along the career path.

Our results resonate with two related empirical literatures. First, experimental re-

search robustly explains status gaps between men and women through gender differences

in risk attitudes (Croson and Gneezy, 2009) and competitiveness (Niederle and Vester-

lund, 2007, 2011; Niederle, 2016). Second, a recent empirical literature documents asym-

metric credit attribution (in favor of men) in gender-mixed teams (Sarsons, 2017; Sarsons

et al., 2021). The first strand shows that women shy away from competitive settings and

challenging tasks because of lower competitiveness, lower confidence, or greater risk aver-

sion, and therefore receive lower rewards then men. In a world with ex ante unbiased

principals and team production, one might expect such gaps to shrink: if agents compete

only through team output, if individual contributions are unobservable, and if the prin-

cipal is unbiased both in priors and in updating, then differences in competitiveness and

risk aversion should no longer matter through the standard tournament-entry channel.

In fields such as economics, where more than 70% of publications are joint papers, one
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might therefore expect gender gaps to narrow.5

The second strand shows that this need not happen. Sarsons (2017) and Sarsons

et al. (2021) document that joint papers of male and female co-authors in economics

increase the male coauthor’s chance for tenure but not the female coauthor’s. In standard

settings, it is difficult to explain such asymmetric credit attribution through differences in

competitiveness or risk aversion alone. One is instead led either to discrimination or the

possibility that beliefs about men and women reflect genuine differences in contribution

quality. Our contribution is to show how this puzzle can be resolved without appealing

to discriminatory principals or genuine differences in contribution quality. The missing

channel is likelihood-based communication, i.e., model persuasion. In standard models,

communication by team members would not matter much, because cheap talk about

one’s own talent or contribution is uninformative in equilibrium. By contrast, once model

persuasion is possible, differences in competitiveness, risk aversion, or confidence re-enter

through agents’ willingness to sacrifice absolute reputation in order to gain a relative

advantage over a collaborator. Agents who are more risk-averse, less competitive, or less

confident are therefore less willing to exploit such persuasion opportunities and end up

receiving less credit and fewer rewards, even though contributions are inseparable and

principals are ex ante unbiased.

Finally, our paper relates to the theoretical literature on team work in the presence of

career concerns. This literature, beginning with Holmström (1982), has mostly focused on

optimal incentives to limit moral hazard in teams.6 We complement this focus on efficient

output production by studying what happens ex post, once output has been produced

and observed, when team members use model persuasion to skew credit attribution to

their benefit.

3 Setup

There are two agents i ∈ {L,H} who have completed a joint project and a principal who

observes the project’s outcome and seeks to assess the individual ability of both agents.

For any agent i, let j ̸= i denote the other agent.

Each agent i has a fixed but unobserved ability type ti ∈ {0, 1}, where ti = 1 denotes

a high-ability agent and ti = 0 a low-ability agent. We interpret ability broadly as any

persistent agent characteristic that affects the likelihood of project success and is of value

for the principal. The principal holds prior beliefs pi = Pr(ti = 1) ∈ (0, 1) about each

agent’s ability. Priors are drawn independently for both agents from the same continuous,

5For the stark increase in joint publications in the past years, see Jones (2021).
6Other contributions in this tradition are, e.g., Winter (2004), Ozerturk and Yildirim (2021), and

Yildirim (2025). A contribution that abstracts from moral hazard and studies the dynamics of reputation
in a repeated matching model in which output only depends on abilities is Anderson and Smith (2010).
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non-atomic distribution P .7 We label the agents as L andH based on the principal’s prior

beliefs, where L (H) is the agent subject to the lower (higher) prior, such that pL < pH ,

and we frequently refer to L (H) as the a-priori lower-ranked (higher-ranked) agent. The

principal’s priors are commonly known to both agents, though a person’s opinion about

herself could differ from the principal’s prior about her. This will not matter for behavior

in our setting. Note that the difference pH − pL may be marginal.

The observed outcome s ∈ {0, 1} can be a success (s = 1) or a failure (s = 0).

Conditional on the outcome, the principal forms posterior beliefs about the agents’ abil-

ities using Bayes’ rule. These posteriors determine the agents’ payoffs, as specified in

subsection 3.3.

3.1 Complementarity and Success Probability

To form posterior beliefs, the principal must rely on a model of how the agents’ individual

abilities translate into the joint project outcome. Crucially, learning about individual

ability from a joint success (failure) requires the principal to reason about how likely

the observed outcome would have been if exactly one agent were of high (low) ability,

relative to when both were. We refer to this feature of the production function as the

complementarity of abilities. When abilities are strong complements, a single agent of

high ability is unlikely to generate success on her own, whereas success becomes much

more likely when both agents have high ability. When abilities are weak complements

(or substitutes), the existence of a single high-ability agent is already sufficient to make

success likely.

We normalize to 1 the probability of success when both agents are of high ability, and

the probability of success when neither is to 0. Under this normalization, the probability

of success conditional on exactly one agent being of high ability determines the effective

degree of complementarity for inference. Two data-generating models that induce the

same value of this conditional likelihood imply the same inference on the side of the

principal. We index models belonging to the same equivalence class by κ and henceforth

(abusing notation slightly) speak of a complementarity model κ ∈ [0, 1], characterized by

the conditional likelihood

κ := 1− Pr
κ
(s = 1 | exactly one agent is of high ability). (1)

Higher values of κ classify models with stronger complementarity, reflected in a lower

probability of success when only one agent is of high ability. A value of κ = 0 captures

models with no complementarity, while κ = 1 captures models with perfect complemen-

7We later allow priors for the two agents to be drawn from separate distributions to account for the
possibility of systematic differences in prior beliefs arising from agents belonging to different social types.
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Figure 2: Conditional success probabilities of joint project by degree of complementarity

tarity. Figure 2 illustrates the relationship between κ and the induced success probability.

Conditional on adopting a complementarity model κ, the principal’s posterior that

agent i is of high ability following outcome s is

qsi (pi, pj, κ) := Pr
κ
(ti = 1 | s). (2)

By Bayes’ rule, this posterior calculates as

q1i (pi, pj, κ) =
Pr(ti = 1) · Prκ(s = 1 | ti = 1)

Prκ(s = 1)

=
pi · [pj + (1− pj)(1− κ)]

pipj + [pi(1− pj) + (1− pi)pj] (1− κ)
(3)

following success, and

q0i (pi, pj, κ) =
Pr(ti = 1) · Prκ(s = 0 | ti = 1)

Prκ(s = 0)

=
pi · (1− pj)κ

(1− pi)(1− pj) + [pi(1− pj) + (1− pi)pj]κ
(4)

following failure. Throughout, we use qsi as shorthand for the principal’s posterior belief

about agent i’s ability following outcome s, and qi when the outcome is clear from context.

3.2 Default Model, Agents’ Models, and Model Persuasion

The principal has a default model κD ∈ (0, 1) regarding the complementarity of abilities

that he adopts to form posterior beliefs in the absence of alternative proposals. In addi-

tion, each agent i ∈ {L,H} can propose a model κi ∈ [0, 1], chosen after the outcome is

observed. If an agent does not propose a model, we write κi = ∅.

Prior to forming posterior beliefs, the principal compares the explanatory power of
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the default model and the models proposed to him in light of the realized outcome. He

then adopts the model that assigns the highest likelihood to the realized outcome s, given

his prior beliefs pL and pH . Formally,

Assumption 1 (Model persuasion). Let M̃ := {κD, κL, κH} \ {∅} denote the set of

complementarity models induced by the default and the agents’ proposals. From this set,

the principal adopts

κ̂ ∈ argmax
κ∈M̃

Pr
κ
(s | pL, pH)

to form posteriors, where

Pr
κ
(s | pL, pH) :=

{
pLpH + [pL(1− pH) + (1− pL)pH ](1− κ) if s = 1,

(1− pL)(1− pH) + [pL(1− pH) + (1− pL)pH ]κ if s = 0,
(5)

is the likelihood of observing outcome s under complementarity model κ.

In section 7 and Appendix A, we show robustness to weaker assumptions of model

persuasion.

3.3 Agents’ payoffs

Agents’ payoffs are determined by the principal’s posterior beliefs qi, as induced by the

complementarity model adopted under Assumption 1. We consider two possible sources of

payoffs: an absolute reputation component, modeled as a function a(qi) strictly increasing

in the principal’s posterior of the agent’s individual ability, and a relative reputation

component, which depends on the principal’s comparative assessment of i’s ability relative

to j’s. Specifically, relative reputation payoffs take the form

r(qi, qj) =

{
R > 0 with probability w(qi, qj)

0 with probability 1− w(qi, qj)
(6)

where w(qi, qj) is a continuous, differentiable probability function that satisfies at least

one of the conditions ∂w/∂(qi−qj) > 0, ∂w/∂(qi/qj) > 0, or both. Our leading example of

relative reputation payoffs are hiring and promotion decisions. In this case, R represents

the payoff associated with being hired or promoted, and w(qi, qj) is the probability that

agent i is selected for the position.8

8The probabilistic choice rule w(qi, qj) can be interpreted as arising from a hiring or promotion
decision in which ability is one of several relevant attributes, while other idiosyncratic attributes are left
unmodeled. Our functional-form assumptions on w(·) nest standard contest success functions, including
Tullock, logit and probit forms; see Appendix C.
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When choosing which model κi ∈ [0, 1] to propose to the principal, agents seek to

maximize a combination of absolute and relative reputation payoffs

πi(qi, qj) = α · a(qi) + ρ · E[vi(r(qi, qj))]

= α · a(qi) + ρ · w(qi, qj)vi(R) (7)

where α ≥ 0 and ρ ≥ 0 determine the relative importance of absolute and relative repu-

tation, and vi(·) is a smooth value function with vi(0) = 0 and v′i > 0 that captures the

agent’s valuation of the uncertain payoff R, allowing for heterogeneity in risk preferences,

competitiveness, or subjective importance of relative standing. We use the weights α

and ρ to distinguish cases where agents care only about absolute reputation, only about

relative reputation, or both.9

3.4 Equilibrium concept

With a slight abuse of notation, we write πi(κL, κH) for the payoff induced by the pos-

teriors (qi, qj) that result from the complementarity models κL and κH induced by the

proposals of the agents. A (pure strategy) equilibrium of the persuasion game is a pair

of weakly undominated models (κL, κH) such that

1. πL(κL, κH) ≥ πL(κ
′
L, κH) for any κ

′
L ∈ [0, 1],

2. πH(κL, κH) ≥ πH(κL, κ
′
H) for any κ

′
H ∈ [0, 1],

where the model adopted by the principal as a function of (κL, κH) is determined by

Assumption 1.10

We adopt the tie-break convention that, whenever an agent is indifferent between

proposing a model κi ∈ [0, 1] and not proposing a model (κi = ∅), the agent does not

propose a model. This convention simplifies the notation of equilibrium proposals and is

without loss of generality regarding the model adopted by the principal in equilibrium.

4 Equilibrium

From Assumption 1, the principal adopts the model that maximizes the likelihood of

the observed outcome. Since success is more likely if one high-ability agent is already

sufficient to generate success, models with lower complementarity are more convincing to

the principal after observing a successful project. Conversely, since failure is more likely

9The linear additive form of Equation (7) is not essential for our results.
10Our restriction to equilibria in weakly undominated strategies simplifies the characterization of

agents’ behavior without excluding any equilibrium model that may be adopted by the principal.
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when success requires both agents to be of high ability, models with higher complemen-

tarity are more convincing after observing a failed project. Formally, for any two distinct

models κ, κ′ ∈ [0, 1] with κ < κ′, we have Prκ(s = 1 | pL, pH) > Prκ′(s = 1 | pL, pH)
and Prκ(s = 0 | pL, pH) < Prκ′(s = 0 | pL, pH). Hence, the principal always adopts the

lowest-complementarity model in his consideration set following success and the highest-

complementarity model in his consideration set following failure.

Observation 1. Given a set of models M̃ := {κD, κL, κH} \ {∅}, the principal adopts

κ̂ =

{
maxM̃ if s = 0,

minM̃ if s = 1.
(8)

Having established which models the principal finds persuasive, we now analyze the

agents’ incentives to persuade. Agents’ payoffs depend on the principal’s posterior beliefs

about their ability through two components: the absolute reputation payoff a(qi), which

is increasing in the individual posterior qi, and the relative reputation payoff, where the

probability w(qi, qj) that agent i obtains the competitive reward R is increasing in the

principal’s posterior qi relative to qj.
11

4.1 Absolute reputation benchmark

We first analyze how absolute reputation a(qi) varies with the complementarity model

adopted by the principal. Intuitively, stronger complementarity makes it harder for a

single agent to generate success on her own. When success is observed, this makes the

outcome more indicative of both agents having high ability, which raises the posterior

probability that any given agent has high ability. When failure is observed, stronger

complementarity makes failure easier to reconcile with the possibility that an agent nev-

ertheless has high ability. In both cases, the posterior belief about an agent’s ability

increases as complementarity increases.

Lemma 1 (Absolute reputation as a function of κ). For both s ∈ {0, 1}, the posterior

belief qsi (pi, pj, κ) and hence the absolute reputation a(qsi ) of agent i are strictly increasing

in κ.

As a result, if agents care only about their absolute reputation, their incentives and

equilibrium proposals are aligned.

Proposition 1 (Equilibrium with absolute reputation only). Suppose α > 0, ρ = 0. In

equilibrium:

11This implies that w(qi, qj) increases in the difference qi − qj or in the ratio qi/qj .
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(i) Following failure (s = 0), both agents propose κi = 1, inducing κ̂ = 1.

(ii) Following success (s = 1), neither agent proposes a model, κi = ∅, inducing κ̂ = κD.

Following failure, models with higher complementarity are both persuasive and

reputation-improving, so the model with maximal κ, i.e., κ = 1, is proposed by both

agents and consequently adopted by the principal. Following success, however, only

models with lower complementarity than the default are persuasive. Since such models

reduce absolute reputation, the agents do not propose them and the principal retains his

default.

4.2 Relative reputation benchmark

Relative reputation is the crucial ingredient that generates a wedge between the persua-

sion incentives of the higher-ranked and lower-ranked agent. Absolute reputation makes

both agents prefer interpretations that raise their own posterior probability of being high

ability. Relative reputation, by contrast, makes agents care about how the principal’s

posterior beliefs compare across team members. The lower-ranked agent benefits when

the posterior gap between the agents narrows; the higher-ranked agent benefits when this

gap is preserved or widened.

The model adopted by the principal affects this posterior gap by changing whether the

observed outcome is attributed primarily to a symmetric or an asymmetric ability profile.

After success, higher complementarity shifts posterior weight toward the symmetric high-

ability profile, in which both agents are high ability. This compresses the posterior gap

and favors the lower-ranked agent. After failure, higher complementarity shifts posterior

weight toward asymmetric ability profiles, in which one agent is high ability and the other

is low ability. Since the higher-ranked agent is a priori more likely to be the high-ability

agent in such profiles, this preserves or increases her relative advantage.

The next lemma formalizes these comparative statics for the probabilities with which

the a-priori lower-ranked and higher-ranked agents receive the relative reputation reward.

Lemma 2 (Relative reputation as a function of κ). Let wL (wH) denote the probability

that the a-priori lower-ranked (higher-ranked) agent obtains the relative reputation reward

R.

(i) Following failure (s = 0), wL is weakly decreasing in κ, while wH is weakly increas-

ing in κ, with strict monotonicity whenever w(qi, qj) is strictly increasing in the

posterior difference qi − qj.

(ii) Following success (s = 1), wL is strictly increasing in κ, while wH is strictly de-

creasing in κ.
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Lemma 2 shows that relative reputation turns model choice into a conflict over in-

terpretation. The lower-ranked agent prefers models that make the agents look more

similar: after success, this means higher complementarity, while after failure it means

lower complementarity. The higher-ranked agent instead prefers models that preserve,

or increase, the gap in posterior beliefs: after success, this means lower complementarity,

while after failure it means higher complementarity whenever relative reputation responds

to posterior differences.

Observation 1 then implies the central asymmetry. The persuasive models are exactly

those that favor the higher-ranked agent. After success, low-complementarity models

are persuasive because they make success likely even when only one agent is of high

ability; these are the models preferred by the higher-ranked agent. After failure, high-

complementarity models are persuasive because they make failure likely even when one

agent is of high ability; these models are preferred by the higher-ranked agent when-

ever relative reputation responds to posterior differences. By contrast, the lower-ranked

agent’s preferred models move in the wrong direction from the principal’s likelihood per-

spective and are therefore not persuasive.

Accordingly, when agents care only about relative reputation, persuasion is one-sided.

The lower-ranked agent never induces her preferred interpretation. The higher-ranked

agent does: she proposes the lowest-complementarity model after success and, whenever

relative reputation responds to posterior differences, the highest-complementarity model

after failure.

Proposition 2 (Equilibrium with relative reputation only). Suppose α = 0 and ρ > 0.

In equilibrium, the lower-ranked agent does not propose a model, κL = ∅.

(i) Following failure (s = 0), if w(qi, qj) is strictly increasing in the posterior difference

qi − qj, the higher-ranked agent proposes κH = 1, inducing κ̂ = 1. If w(qi, qj) is

strictly increasing only in the posterior ratio qi/qj, the higher-ranked agent does not

propose a model, inducing κ̂ = κD.

(ii) Following success (s = 1), the higher-ranked agent proposes κH = 0, inducing κ̂ = 0.

4.3 Interaction of absolute and relative reputation

We now turn to the case where both absolute and relative reputation matter. This general

case has two central implications: First, it preserves the one-sidedness of persuasion from

the relative-reputation benchmark: the higher-ranked agent alone determines the model

adopted in equilibrium. Second, combining absolute and relative reputation implies a

tradeoff for the higher-ranked agent: After success, persuading the principal to adopt a

lower-complementarity model improves her relative standing in comparison to the default,
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but weakens the positive update about her individual ability and therefore damages her

absolute reputation. As a result, how aggressively the higher-ranked agent persuades

depends on her individual valuation vH(R) of the relative reputation reward.

Proposition 3 (Equilibrium with absolute and relative reputation). Suppose α, ρ > 0.

In equilibrium, the lower-ranked agent does not propose a model (κL = ∅).

(i) Following failure (s = 0), the higher-ranked agent proposes κH = 1, inducing κ̂ = 1.

(ii) Following success (s = 1), the higher-ranked agent chooses a proposal that induces

the principal to adopt a complementarity model κ̂ satisfying

κ̂ ∈ arg max
κ∈[0,κD]

{
α a

(
q1H(pH , pL, κ)

)
+ ρwH

(
q1H(pH , pL, κ), q

1
L(pL, pH , κ)

)
vH(R)

}
.

If the maximizer satisfies κ̂ < κD, the higher-ranked agent proposes κH = κ̂; if

κ̂ = κD, she does not propose a model.

Moreover, following success, the higher-ranked agent’s proposal shifts toward models with

lower complementarity as her valuation of the relative reputation reward vH(R) increases.

In particular, for vH(R) sufficiently low, the agent does not propose a model, so that

κ̂ = κD, whereas for vH(R) sufficiently high, she proposes κH = 0, inducing κ̂ = 0.

To see the logic, consider failure first. After failure, the higher-ranked agent

prefers higher complementarity for both absolute and relative reputation, and high-

complementarity models are precisely the persuasive ones. She therefore proposes the

highest-complementarity model κH = 1, inducing κ̂ = 1. Since this places the most

persuasive model in the principal’s consideration set, any proposal by the lower-ranked

agent is irrelevant for the model adopted by the principal. Hence, the lower-ranked agent

does not propose a model.

After success, the higher-ranked agent prefers higher complementarity for absolute

reputation, but lower complementarity for relative reputation. In equilibrium, she chooses

a proposal κH that induces the principal to adopt a model κ̂ ∈ [0, κD] that optimally

trade offs these conflicting motives. The lower-ranked agent, by contrast, prefers higher

complementarity for both absolute and relative reputation. However, since higher com-

plementarity is not persuasive after success, she again does not propose any model.

Figure 3 illustrates the complementarity level κ̂ of the equilibrium model induced by

the higher-ranked agent’s proposal following a successful project as a function of vH(R).

As the valuation of the relative reputation reward increases, the agent proposes models

with lower complementarity following success, thereby engaging in stronger persuasion.

Panel (a) illustrates the case of a Probit contest success function, where persuasion in-

creases gradually over an interior region. Panel (b) illustrates the case of a Tullock contest
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Notes: The figure shows the equilibrium complementarity model κ̂ induced by the higher-ranked agent’s
proposal after success (s = 1) as a function of the agent’s valuation of the relative reputation reward
vH(R). Panel (a) assumes a Probit contest success function and panel (b) a Tullock contest success
function.

Figure 3: Equilibrium model proposed by the higher-ranked agent following success.

success function, where the agent switches directly from no persuasion to maximal per-

suasion for a sufficiently high value of vH(R).

The figure highlights a central comparative static in our framework: individuals oc-

cupying the same powerful position in the game can differ sharply in their persuasion

behavior depending on how much they value the risky relative reputation reward rela-

tive to the certain gains from absolute reputation. Those with higher vi(R)—because

they are less risk averse, more competitive, or otherwise place greater weight on rela-

tive standing—are more willing to bear the absolute-reputation cost of persuasion after

success, and hence are more willing to downplay joint success in order to win the reward.

5 Consequences of equilibrium persuasion

Having characterized equilibrium persuasion, we now analyze its consequences for the

principal’s assessment of agents. By changing the complementarity model through which

a realized project outcome is interpreted, equilibrium persuasion affects both posterior

beliefs about individual ability and the agents’ relative standing.

We proceed in three steps. First, we study how equilibrium persuasion changes pos-

terior assessments relative to the principal’s update under the default model and relative

to his priors. Second, we examine the resulting evaluation and reward distortions relative

to a putative true model of the environment, highlighting that equilibrium persuasion

systematically serves the higher-ranked agent. Third, we allow agents to belong to dif-
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ferent social types and show how group-level differences in persuasion incentives or in

the principal’s priors can translate into systematic inequalities in evaluations and reward

allocations across groups.

5.1 Attenuation of posterior assessments and gap amplification

We begin by examining how equilibrium persuasion affects the principal’s posterior as-

sessments of the agents’ abilities. Recall that higher complementarity makes failure less

indicative of low ability, while lower complementarity makes success less indicative of

high ability. Since equilibrium persuasion leads the principal to adopt models featuring

higher complementarity than the default model following failure and lower complemen-

tarity than the default model following success, persuasion systematically reduces the

informational content of observed outcomes relative to the default. As a consequence,

persuasion results in posterior assessments closer to the principal’s prior beliefs. The

following lemma formalizes this observation.

Lemma 3 (Persuasion attenuates belief updating relative to the default). Let κ̂ denote

the complementarity model adopted by the principal in equilibrium. Whenever equilibrium

persuasion occurs, then for any agent i ∈ {L,H},

(i) Following failure (s = 0), κ̂ = 1 > κD, implying q0i (κ̂) > q0i (κD) and hence pi −
q0i (κ̂) < pi − q0i (κD).

(ii) Following success (s = 1), κ̂ < κD, implying q1i (κ̂) < q1i (κD), and hence q1i (κ̂)−pi <

q1i (κD)− pi.

Equilibrium persuasion occurs following failure whenever α > 0, and also when α =

0, ρ > 0 and w(qi, qj) is strictly increasing in the posterior difference qi − qj. Following

success, equilibrium persuasion occurs whenever agents care only about relative reputation

(α = 0, ρ > 0), and under mixed motives (α, ρ > 0) whenever vH(R) is sufficiently large.

The key point of Lemma 3 is that attenuation operates agent by agent. Following

failure, both agents are downgraded less strongly than under the default model; following

success, both are upgraded less strongly. Because the principal’s prior for H exceeds his

prior for L, weaker updating leaves the principal’s posterior assessment of H closer to

a higher prior and his posterior assessment of L closer to a lower prior than under the

default model. As a result, equilibrium persuasion yields a larger wedge between the

two posterior assessments than the default model. The following corollary formalizes this

implication.

Corollary 1 (Persuasion inflates posterior differences relative to the default). Let κ̂

denote the complementarity model adopted by the principal in equilibrium. Whenever

equilibrium persuasion occurs, then
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(i) Following failure (s = 0), q0H(κ̂)− q0L(κ̂) > q0H(κD)− q0L(κD).

(ii) Following success (s = 1), q1H(κ̂)− q1L(κ̂) > q1H(κD)− q1L(κD).

Corollary 1 compares posterior differences following persuasion to the benchmark

under the default model. A stronger question is whether persuasion can do more than

merely widen the posterior gap relative to that benchmark, namely whether it can increase

the posterior gap beyond the principal’s original prior gap. If so, persuasion does not

just preserve the initial asymmetry in beliefs; it also turns a marginal ex-ante ranking

difference into a larger ex-post one. The following lemma characterizes when this stronger

form of amplification occurs.

Lemma 4 (Persuasion inflates posterior differences beyond prior differences). Let κ̂ de-

note the complementarity model adopted by the principal in equilibrium.

(i) Following failure (s = 0),

q0H(κ̂)− q0L(κ̂) > pH − pL

whenever equilibrium persuasion occurs.

(ii) Following success (s = 1),

q1H(κ̂)− q1L(κ̂) > pH − pL

if equilibrium persuasion is sufficiently strong such that

κ̂ <
(1− pH)(1− pL)

(1− pH)(1− pL) + pHpL
,

which is always the case if κH = 0.

To understand why the difference in posteriors can exceed the prior gap, note that

a shift in the adopted complementarity model that makes outcomes less informative

also makes them more consistent with asymmetric type profiles. After both success and

failure, equilibrium persuasion shifts posterior weight away from common-type profiles

and toward states in which one agent is highly able and the other is not. This mat-

ters because asymmetric profiles separate the principal’s posterior assessments of the two

agents, whereas common-type profiles largely move them in parallel. Once enough poste-

rior weight is placed on the possibility that exactly one agent is highly able, the principal

is increasingly comparing which of the two agents is more likely to be that type. Since his

priors favor H over L, this shift sharpens the comparison between the agents, leading the

posterior wedge to exceed the original prior gap. Following failure, this always happens
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Figure 4: Illustration of Lemma 3, Corollary 1 and Lemma 4 with pL = 0.4, pH = 0.6

whenever equilibrium persuasion occurs, because persuasion leads the principal to adopt

κ̂ = 1, under which failure is maximally consistent with asymmetric type profiles. Fol-

lowing success, the threshold in Lemma 4 (ii) identifies when the shift toward asymmetric

profiles is strong enough for the posterior wedge to exceed the prior gap.12

Note that already under the default model, differences between posteriors may ex-

12The threshold is easiest to read in its equivalent form

1− κ̂ >
pHpL

(1− pH)(1− pL) + pHpL
.

The left-hand side is the probability of success under the adopted model κ̂ when exactly one agent is
highly able. The right-hand side is the prior probability that both agents are highly able, conditional on
the agents having the same ability type. Thus, following success, the posterior wedge exceeds the prior
gap exactly when success assigns sufficiently much relative weight to asymmetric profiles as opposed to
the profile in which both agents are highly able.
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ceed differences between priors, but only under one of the two possible project outcomes,

success or failure, not under both. This is because generating such amplification after

failure requires a sufficiently high complementarity model, whereas generating it after

success requires a sufficiently low one. A fixed default model cannot do both at once. By

contrast, equilibrium persuasion moves the adopted model in opposite directions across

outcomes—toward higher complementarity after failure and toward lower complementar-

ity after success—and therefore generates amplification of the wedge between beliefs in

both states, after success and after failure.

Figure 4 illustrates the distorting effects of equilibrium model persuasion formalized in

the results above. In sum, equilibrium model persuasion amplifies evaluation differences

between agents.

5.2 Biases in evaluation and reward allocation

We now study the implications of the distortions identified in Subsection 5.1 for evaluation

and reward allocation relative to a benchmark in which the principal interprets outcomes

using a putative true model κtrue ∈ (0, 1). This benchmark allows us to ask whether

persuasion leads the principal to evaluate agents and allocate rewards differently from

how he would if he had perfect insight into the data-generating process.

The results in Subsection 5.1 show that equilibrium persuasion shifts the adopted

complementarity model in a way that systematically amplifies the higher-ranked agent’s

initial advantage, compared to the default. Because these distortions arise relative to any

interior benchmark model, they also arise relative to the true model κtrue.
13

Observation 2 (Persuasion biases evaluation toward the higher-ranked agent). Relative

to the benchmark in which the principal evaluates outcomes using the true complemen-

tarity model κtrue, equilibrium persuasion shifts posterior assessments in favor of the

higher-ranked agent. This distortion arises following failure, and it also arises following

success whenever persuasion is sufficiently strong such that κ̂ < κtrue.

Because posterior assessments determine reward allocation, the same distortion carries

over to decisions:

Observation 3 (Persuasion biases reward allocation toward the higher-ranked agent).

Relative to the benchmark in which the principal evaluates outcomes using κtrue, equilib-

rium persuasion shifts the probability of receiving the relative reputation reward toward

the higher-ranked agent. This occurs following failure whenever persuasion occurs, and

also following success whenever persuasion is sufficiently strong such that κ̂ < κtrue.

13Note that the true model may, but need not, coincide with the principal’s default model κD.
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From an organizational perspective, the important implication is that persuasion can

induce the principal to make substantively mistaken decisions. The higher-ranked agent

may receive the reward not because the observed outcome warrants this under the true

task structure, but because persuasion has led the principal to interpret this outcome

through a model that preserves or amplifies the initial ranking between the agents. Hence,

relative to the benchmark in which the principal evaluates outcomes using κtrue, equi-

librium persuasion can induce the principal to allocate the relative reputation reward to

the wrong agent, namely to favor the higher-ranked agent even when a fully informed

principal would not.

Because these distortions are systematically one-sided, they also give rise to asym-

metric payoff effects across agents:

Observation 4 (Payoff consequences are asymmetric across agents and states).

(i) Whenever equilibrium persuasion occurs following failure (s = 0), the higher-ranked

agent is strictly better off than under the true model κtrue. The lower-ranked agent’s

payoff effect is ambiguous: persuasion by the higher-ranked agent softens the nega-

tive update and thereby raises the lower-ranked agent’s absolute-reputation payoff,

but it also widens the posterior gap and shifts probabilities of receiving the relative

reputation reward toward the higher-ranked agent.

(ii) Whenever equilibrium persuasion occurs following success (s = 1) and is sufficiently

strong such that κ̂ < κtrue, the higher-ranked agent is strictly better off than under

the true model κtrue. Since persuasion in this case lowers both the lower-ranked

agent’s probability of receiving the relative reputation reward and this agent’s abso-

lute reputation, the lower-ranked agent is strictly worse off.

5.3 Social types and systematic inequality

The previous subsection shows that equilibrium persuasion systematically favors the

higher-ranked agent. This raises two related questions: who occupies this position, and

how model persuasion incentives differ across individuals who do. In many organiza-

tional settings, individuals belong to different social types that may affect both how the

principal initially assesses their ability and how strongly they value relative standing,

for instance through differences in competitiveness or risk attitudes. We now extend the

model to allow for such type-level heterogeneity and analyze how persuasion can translate

it into systematic inequality in evaluation and reward outcomes.

Suppose agents belong to one of two social types g ∈ {W,M}. The labels W and M

can be interpreted as any two categories along which the principal’s prior beliefs about

ability or the agents’ valuation of the relative reputation reward may differ.
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Prior beliefs. Let pi denote the principal’s prior belief that agent i has high ability.

When agents are of different social types, these priors need not but may differ systemat-

ically across types. Let Fg denote the distribution from which priors for agents of type g

are drawn. Differences between FW and FM must therefore be interpreted as systematic

differences in how the principal initially evaluates agents of the two social types.

Preferences for relative reputation. Agents may also differ in how strongly they

value relative standing. Recall that vi(R) denotes agent i’s valuation of the relative

reputation reward. Let Vg denote the distribution of vi(R) among agents of type g.

Heterogeneity across social types can therefore affect persuasion and evaluation out-

comes through two distinct channels. First, if FW ̸= FM , social types are associated with

systematic differences in prior assessments of ability. Since equilibrium model persuasion

amplifies prior differences in expectation, persuasion magnifies such asymmetries in pos-

terior evaluations and reward outcomes. Second, even if FW = FM , differences in VW

and VM can lead agents of different types to engage differently in persuasion. Because

model persuasion favors the higher-ranked agent, such behavioral differences can generate

disparities in evaluation and promotion outcomes even when the principal’s prior beliefs

are unbiased. In the following, we analyze these two mechanisms in turn.

5.3.1 Amplification of prior asymmetries

We first consider the case in which the principal’s prior beliefs differ systematically across

social types, so that agents of one type are, on average, assessed more favorably ex ante.

Because equilibrium model persuasion systematically favors the a-priori higher-ranked

agent, it amplifies such asymmetries in a simple way. If agents of one social type are more

likely to occupy the higher-ranked position, persuasion disproportionately benefits agents

of that type.

Observation 5 (Model persuasion amplifies prior type asymmetries). Suppose the prin-

cipal’s prior beliefs differ across social types such that, for a randomly matched M-type

and W -type agent, the principal is more likely to rank the M-type (marginally) higher ex

ante. Then equilibrium persuasion increases the expected posterior gap between M- and

W -type agents relative to the default model, and thereby amplifies prior asymmetries in

evaluation and reward outcomes.

From an organizational perspective, this mechanism can lead to systematic misallo-

cation: agents of the initially favored type receive rewards more often than would be

justified by the underlying performance signal. These concerns are particularly acute

when prior beliefs already contain a bias toward one type, as model persuasion then

magnifies disparities that are already present at the stage of initial evaluation.
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5.3.2 Preference differences and endogenous disparities

We next consider the case in which prior beliefs are symmetric across social types, so

that FW = FM . In this case, agents of the two types are equally likely to occupy the

higher-ranked position ex ante. However, the two types may still differ in how strongly

agents value the risky relative reputation reward R compared to the non-risky absolute

reputation component. We capture this by allowing the valuation distributions VW and

VM to differ.

Because persuasion incentives of the higher-ranked agent depend on vi(R), such differ-

ences translate into systematic differences in equilibrium persuasion behavior. Types who

place greater value on the relative reputation reward engage in stronger model persuasion

following success, inducing the principal to adopt models with lower complementarity.

Observation 6 (Preference-driven differences in model persuasion). Suppose prior be-

liefs are symmetric across social types (FW = FM), but valuation distributions VM and

VW differ such that agents of type M place greater weight on the relative reputation re-

ward in expectation. Formally, assume VM first-order stochastically dominates VW . Then

equilibrium model persuasion leads M-types to induce lower complementarity models fol-

lowing success and therefore to obtain, on average, more favorable posterior evaluations

and higher reward probabilities than W -types.

One interpretation of such differences in Vg is heterogeneity in risk attitudes. Since the

relative reputation reward is uncertain ex ante, less risk-averse individuals place higher

effective weight on this reward and therefore engage in stronger persuasion. Systematic

differences in risk attitudes across groups can thus translate into differences in persuasion

behavior and ultimately into differences in evaluation and reward outcomes.

Importantly, these inequalities arise even though the principal’s prior beliefs are sym-

metric across types. Type-related differences in reward outcomes can hence arise en-

dogenously purely from differences in persuasion incentives, even when prior beliefs are

identical.

6 Robustness and competing explanations of reward

gaps

6.1 Robustness of results to different model selection criteria

In Appendix A, we show that our main results are robust to three variations of the

model-selection rule: a higher likelihood-ratio threshold strictly greater than one for

adopting proposed models, restrictions on the set of admissible models around the default

interpretation, and receiver skepticism toward models proposed by interested agents.
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First, Bayes-factor model-selection rules require the likelihood ratio of an alternative

model relative to the default to exceed a threshold strictly greater than one to be adopted

(see, e.g., Ba, 2025). Assuming such a rule therefore introduces a form of conservatism on

the part of the principal, in that he switches away from the default only if the proposed

model outperforms it by a sufficiently large margin, while proposals that improve fit only

marginally or remain too close to the default are not adopted. We show in the Appendix

that such rules shrink the parameter region in which equilibrium model persuasion occurs,

but often make persuasion more extreme when it does occur. To see this, suppose that the

higher-ranked agent persuades the principal both under the baseline maximum-likelihood

rule and under a Bayes-factor rule with threshold above one. Suppose further that, under

the maximum-likelihood rule, the agent chooses only a moderate persuasive deviation

from the default, because a more extreme proposal would sacrifice too much absolute

reputation relative to the gain in relative reputation. If this moderate proposal does

not satisfy the Bayes-factor threshold, persuasion under the Bayes-factor rule requires

a more extreme proposal. Hence, conditional on persuasion occurring, the Bayes-factor

rule induces stronger persuasion than the maximum-likelihood rule. Hence, whenever

persuasion occurs under a Bayes-factor rule with a factor exceeding one, resulting biases

are at least as large as under our baseline maximum-likelihood rule.

Another refinement is to restrict the set of models the principal is willing to enter-

tain, rather than treating every proposed model as admissible (see the discussion in

Schwartzstein and Sunderam, 2021). For instance, a decision-maker may dismiss inter-

pretations that depart too far from the default, for example because they conflict with

prior knowledge or seem implausibly extreme. In our setting, such a restriction limits

the extent of persuasion, but leaves its qualitative implications intact. As long as the

admissible set contains models both above and below the default complementarity level,

persuasive proposals remain available after both outcomes, and equilibrium persuasion

continues to move the adopted model downward after success and upward after failure.

The effect of the restriction is therefore to bound the extent of resulting distortions rather

than to eliminate them.

Finally, a receiver may treat strategically proposed models with skepticism precisely

because they come from interested agents (see again Schwartzstein and Sunderam, 2021).

In that case, he does not reject such proposals categorically, but requires stronger evidence

before adopting them. In our setting, this form of receiver skepticism is equivalent to

imposing a stricter likelihood-ratio threshold for model adoption, and thus maps directly

into a Bayes-factor rule.
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6.2 Competing explanations and persistent disagreement about

reward gaps

In our framework, model persuasion generates systematic asymmetries in evaluations and

rewards across agents of different social types. Importantly, it does so even when princi-

pals are unbiased and ability distributions are identical. The mechanism works through

unobserved differences in agents’ willingness to exploit persuasion opportunities, driven

for example by differences in risk aversion or in the value placed on relative standing.

More generally, however, the underlying primitives that may generate reward gaps—such

as preferences, beliefs, ability distributions, or biased treatment—as well as the organi-

zational mechanisms through which they operate are typically not directly observable to

outside observers. What can be observed is the resulting gap in rewards—such as hires

and promotions—across social types.

Since the predicted gap in rewards is all that can be verified from the perspective

of outside observers, it is consistent with alternative explanations, including models of

discrimination and simple models of ability differences between types M and W . In this

sense, competing explanations of reward gaps may themselves become instruments of

model persuasion in public debate.

Based on this idea, we argue in Appendix D that disagreement in society about

models explaining type-dependent asymmetries and reward gaps can persist naturally.

If competing models fit the observed gap equally well, exposure to one of them may

preclude switching to another. In Appendix D, we illustrate this formally using a family

of observer models that takes the same principal-agent environment as our framework,

but strips away model persuasion inside organizations and instead allows reward gaps to

arise through taste-based bias at the principal level, or through differences in underlying

ability across social types. We take a reward gap between W - and M - types potentially

generated by model persuasion inside the organization, and show that these alternative

explanations can be calibrated to match the same gap exactly.

Proposition 4 (Competing alternative explanations of reward gaps). Consider an ob-

served non-zero reward gap d̂ > 0, meaning that M-types receive rewards more often than

W -types. Let Dtaste(θ) denote the reward gap predicted by observer models that explain

asymmetries through a taste parameter θ favoring M over W in reward allocation, and

let Dability(ω) denote the reward gap predicted by observer models that explain asymme-

tries through an ability-gap parameter ω, where ω > 1 means that M-types are more likey

than W -types to be highly able. Then there exist fitted values θ(d̂) > 0 and ω(d̂) > 1

such that Dtaste(θ(d̂)) = Dability(ω(d̂)) = d̂, that is, the same observed reward gap can be

matched exactly both by a taste-discrimination model, in which principals favor M-types

over W -types, and by an ability-difference model, in which M-types are more likely than
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Figure 5: Alternative models explaining the same observed reward gap between M - and
W -types. Panel A plots the reward gap Dtaste(θ) predicted by the taste-discrimination
model as a function of the taste parameter θ. Panel B plots the reward gap Dability(ω)
predicted by the ability-difference model as a function of the ability-gap parameter ω,
where ω is the odds ratio of high ability for M -types relative to W -types. Simulations
assume κD = 0.5 and Gaussian prior signals zi = ti+ ζi with ζi ∼ N(0, 0.62). In Panel A,
high-ability agents are equally frequent among M - and W -types, with a common fraction
of 0.4, so gaps are driven solely by θ. In Panel B, θ = 0, the average fraction of high-
ability agents across the two types is fixed at 0.4, and gaps are driven solely by ω. For
the illustration shown, d̂ = 0.3, so θ(d̂) ≈ 0.118 and ω(d̂) ≈ 2.014.

W -types to be of high ability.

Figure 5 illustrates the logic. Intuitively, since the primitives (preferences, taste, or

ability differences) generating asymmetries across types remain unobserved, while mul-

tiple configurations allow predicting the same reward gap perfectly, model selection by

data fit does not discipline society toward one interpretation rather than the other. As

a result, if different observers are first exposed to different fitted explanations, disagree-

ment can persist naturally even when everyone sees the same reward outcomes. Hence,

different platforms advocating mutually inconsistent, but equally convincing models of

either taste discrimination or ability differences can perpetually co-exist in society.

Note that this still holds if more data become available. For instance, suppose that

society gets access to subjective evaluation data as well, i.e., to the principals’ reported

posteriors, while principals’ priors and agents’ abilities are still unobservable. Then, per-

suaders promoting the taste-discrimination model can discard the reported posteriors as

uninformative cheap-talk that covers for the effects of taste which principals are sup-

posedly reluctant to admit. By contrast, persuaders suggesting the ability-gap model

can take the reported posteriors at face value, arguing that the gap between posteriors

about W - and M -agents must indeed be rationalized by a corresponding gap in natural
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abilities.14

Under a pure model-fit criterion for selecting explanations, does persistent disagree-

ment about the causes of reward gaps undermine the value of developing richer explana-

tory models? We believe the opposite is true. When the same observed disparity can be

rationalized by different mechanisms, it becomes all the more important to understand

the full set of competing best-fit explanations. This matters not only for interpreta-

tion, but also for policy: interventions tailored to one diagnosis may fail under another.

Policies should therefore not be based on a single model, although this does not imply

that policymakers should assign equal weight to all best-fit models on offer. A central

implication is that policies aimed at reducing gaps in evaluations and rewards should

be designed to remain effective across a range of competing best-fit models of how such

gaps arise. How that set of models should be selected, and whether model fit alone is a

sufficient criterion, will remain a matter of public debate.

7 Conclusion

We study model persuasion in team evaluation, showing that it turns small prior dif-

ferences between agents into larger reward asymmetries and generates new reward gaps

from preference differences that would otherwise appear irrelevant in a team setting. We

apply these findings to demonstrate the emergence of systematic biases favoring one so-

cial type over another even in settings with type-independent abilities and in absence

of discrimination, i.e., settings in which standard theories would predict the closing of

reward gaps.

A useful way to interpret our results is that model persuasion dampens the update

about individual types. In equilibrium, the a-priori higher-ranked agent induces the prin-

cipal to adopt models under which observed team performance is less informative than

under the principal’s default interpretation: after failure, failure becomes less diagnostic

of low ability; after success, success becomes less diagnostic of high ability. As a result,

posterior assessments remain too close to prior beliefs. Small ex-ante ranking differences

therefore need not wash out through team performance. On the contrary, model persua-

sion frequently widens them, so that marginal prior asymmetries turn into non-marginal

posterior and reward differences.

This mechanism has two distinct implications for inequality. First, if principals al-

ready hold even slightly more favorable prior beliefs about one social type, model persua-

sion amplifies these systematic asymmetries. Second, even when principals are unbiased

14We focus here on the two familiar models of taste discrimination and ability differences for expo-
sitional clarity. Other models—when fitted to the data—can of course be equally persuasive in public
discourse. For instance, using the framework of Onuchic and Ray (2023), the reward gap can be explained
by differences in equilibrium team-formation behavior across M - and W -types.

29



and ability distributions are identical across types, disparities can arise endogenously

because agents differ in how aggressively they exploit persuasion opportunities. In our

framework, lower risk aversion or stronger concern for relative standing makes the initially

higher-ranked agent more willing to sacrifice absolute reputation in order to preserve a

relative advantage. Reward gaps across groups therefore need not rely on discrimina-

tory principals, true ability differences, or differential entry into competition. They can

arise from strategic attempts to shape how joint performance is interpreted—not from

cheap talk about one’s own talent, but from supplying a model that makes the same data

support a more favorable attribution of credit.

The team structure is essential for this result. When output sends a signal about

two agents at once, the higher-ranked agent may optimally downplay a joint success

in order to prevent the initial gap to the teammate from closing. This implication is

distinctive to collaborative environments. In solo production, by contrast, absolute and

relative reputation move together, so success would never be strategically reframed as

less informative.

Our analysis therefore identifies a particular narrative pattern that should arise in

teams: agents who are initially favored and especially willing to trade off absolute against

relative reputation—for instance because they are less risk-averse or more competitive—

have an incentive to portray joint success as unusually easy, lucky, topical, or otherwise

weakly informative. The mechanism thus speaks not only to distorted evaluations, but

also to the characteristic form that post hoc credit-attribution narratives can take in

organizations.

These distortions matter because they do not merely reshape perceptions; they can

systematically misallocate career rewards. In our framework, promotions, jobs, or other

reputational prizes may go not to the better candidate, nor to the candidate who would

prevail under a fully informed evaluation, but to the agent whose story better shapes

how team performance is interpreted. The paper’s central message is therefore stronger

than the claim that communication affects perception: in team settings, model-dependent

communication can systematically misdirect updating and misallocate career rewards.

Our robustness analysis shows that the mechanism does not hinge on any knife-edge

formulation of model selection. What matters is the direction of persuasive model shifts:

after success, persuasion works by making success look less diagnostic; after failure, by

making failure look less diagnostic. As long as evaluators can be induced to move in these

directions, the main logic of the paper remains intact.

An important next step is to identify empirical tests that can reveal these mechanisms

and to study which organizational practices and designs make evaluators less vulnera-

ble to model persuasion in the first place. From a theoretical perspective, it would be

interesting to study model persuasion in dynamic settings with team selection to study
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how initially lower-ranked agents may escape the asymmetric bias inherent in team-based

model persuasion and prevent differences in risk aversion and competitiveness from dis-

torting evaluation and reward allocation in teams.
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The Persistent Effects of Luck.” Unpublished manuscript.

31



Gibbons, Robert, and Kevin J. Murphy. 1992. “Optimal Incentive Contracts in the

Presence of Career Concerns: Theory and Evidence.” Journal of Political Economy,

100(3): 468–505.

Heckman, James J., and Sidharth Moktan. 2020. “Publishing and Promotion in

Economics: The Tyranny of the Top Five.” Journal of Economic Literature, 58(2): 419–

470.
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Appendix

The appendix is organized as follows. Appendix A studies the robustness of our equilib-

rium persuasion results to alternative assumptions about how the principal selects among

models. Appendix B shows that cheap talk is uninformative in equilibrium in our frame-

work, so the effects studied in the paper cannot be generated by cheap talk. Appendix C

microfounds the reduced-form winning-probability function w(qi, qj) via standard contest

success functions. Appendix D develops observer-side models of reward gaps and shows

how competing best-fit explanations can generate persistent disagreement about their

causes. Appendix E contains the proofs of the formal results stated in the main text.
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A Robustness checks

This appendix examines the robustness of our equilibrium persuasion results to alternative

assumptions about how the principal evaluates proposed models. Our specification in the

main text follows the model-selection rule in Schwartzstein and Sunderam (2021), under

which the receiver adopts the model that assigns the highest likelihood to the observed

data.

Schwartzstein and Sunderam (2021) discuss several refinements that capture greater

receiver sophistication or restrictions on the set of admissible models, including stricter

goodness-of-fit requirements, penalties for models that benefit the persuader, and limits

on which models the receiver is willing to entertain. We examine robustness to three

such refinements: (i) a higher likelihood-ratio threshold for adopting proposed models,

(ii) restrictions on the set of admissible models around the default interpretation, and

(iii) receiver skepticism toward models proposed by interested agents.

Our analysis of higher likelihood-ratio thresholds also connects to recent work on

model switching based on Bayes-factor rules (e.g., Ba, 2025)

A.1 Higher persuasion thresholds

In our analysis in the main text, the principal adopts a proposed complementarity model

whenever it assigns a higher likelihood to the observed outcome than the default model.

This corresponds to selecting the model that best explains the observed data among those

considered.

A natural refinement is that the principal requires the proposed model to fit the data

sufficiently better than the default before switching. We implement this refinement using

a Bayes-factor rule, widely used in statistical model comparison and recently applied

to model selection in dynamic environments (Ba, 2025). Under this rule, the proposed

model must strictly improve the likelihood of the observed outcome by at least a factor

B ≥ 1 relative to the default model.

Assumption A.1 (Threshold persuasion rule). Let B ≥ 1. Following outcome s ∈
{0, 1}, the principal adopts a proposed model κ if

Prκ(s | pH , pL)
PrκD

(s | pH , pL)
> B.

If multiple proposals satisfy this condition, the principal adopts the proposed model that

assigns the highest likelihood to the observed outcome. If no proposal satisfies the condi-

tion, the principal retains the default model κD.

This rule nests the baseline case when B = 1. Increasing B makes persuasion more
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difficult by requiring the proposed model to fit the observed outcome sufficiently better

than the default model.

Let

C := pH(1− pL) + pL(1− pH).

Then the likelihood of success under model κ satisfies

Pr
κ
(s = 1 | pH , pL) = Pr

κD

(s = 1 | pH , pL) + C(κD − κ),

and analogously

Pr
κ
(s = 0 | pH , pL) = Pr

κD

(s = 0 | pH , pL) + C(κ− κD).

Imposing the Bayes-factor requirement that a proposed model must increase the like-

lihood by a factor B > 1 yields the following characterization of persuasive models:

(i) Following success (s = 1), a model κ is persuasive if and only if

κ < κS(B) := κD − (B − 1)

C
Pr
κD

(s = 1 | pH , pL).

(ii) Following failure (s = 0), a model κ is persuasive if and only if

κ > κF (B) := κD +
(B − 1)

C
Pr
κD

(s = 0 | pH , pL).

Thus, if B > 1, persuasive models lie strictly away from the default model κD. Follow-

ing success they must involve sufficiently low complementarity, whereas following failure

they must involve sufficiently high complementarity. The Bayes-factor rule therefore

creates a neighborhood around κD in which models are no longer persuasive.

Moreover,
∂κS(B)

∂B
< 0,

∂κF (B)

∂B
> 0,

so increasing the threshold B expands this neighborhood around the default. Equiva-

lently, the set of persuasive models shrinks toward the boundaries 0 (following success)

and 1 (following failure).

Define the maximal Bayes factor below which there still exists a model that is per-

suasive relative to the default model κD:

B̄S =
Prκ=0(s = 1 | pH , pL)
PrκD

(s = 1 | pH , pL)
, B̄F =

Prκ=1(s = 0 | pH , pL)
PrκD

(s = 0 | pH , pL)
.

These thresholds correspond to the Bayes factors at which even the most extreme
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models (κ = 0 following success and κ = 1 following failure) cease to be persuasive. If

B ≥ B̄S (respectively B ≥ B̄F ), even these extreme models fail to satisfy the Bayes-factor

requirement, and the persuasive set becomes empty.

We next show that the qualitative structure of equilibrium persuasion derived in

Propositions 1, 2, and 3 continues to hold under this threshold-persuasion rule.

Proposition A.1 (Equilibrium under threshold persuasion). Suppose Assumption A.1

holds.

(i) Following failure (s = 0), if B < B̄F and either α > 0 or w(qi, qj) is strictly

increasing in the posterior difference qi − qj, at least one agent proposes κi = 1,

inducing κ̂ = 1. If B < B̄F , α = 0, ρ > 0, and w(qi, qj) is strictly increasing

only in the posterior ratio qi/qj, neither agent proposes a model and the principal

retains the default model κD. If B ≥ B̄F , no persuasive proposal exists, neither

agent proposes a model, and the principal retains κD.

(ii) Following success (s = 1), if ρ = 0, neither agent proposes a model and the principal

retains κD.

(iii) Following success (s = 1), if ρ > 0, the lower-ranked agent does not propose a

model. If B < B̄S, the higher-ranked agent chooses a proposal that induces the

principal to adopt a complementarity model κ̂ satisfying

κ̂ ∈ arg max
κ∈[0,κS(B))∪{κD}

{
α a

(
q1H(pH , pL, κ)

)
+ ρwH

(
q1H(pH , pL, κ), q

1
L(pL, pH , κ)

)
vH(R)

}
,

with κ̂ < κD for vH(R) sufficiently large, and κ̂ = 0 for vH(R) sufficiently large. If

B ≥ B̄S, no persuasive proposal exists, the higher-ranked agent does not propose a

model, and the principal retains κD.

Proof. Under Assumption A.1, a proposed model must both be persuasive relative to the

default model and, if several persuasive proposals exist, maximize the likelihood of the

realized outcome among those proposals.

Using

Pr
κ
(s = 1 | pH , pL) = Pr

κD

(s = 1 | pH , pL) +
[
pH(1− pL) + pL(1− pH)

]
(κD − κ)

and

Pr
κ
(s = 0 | pH , pL) = Pr

κD

(s = 0 | pH , pL) +
[
pH(1− pL) + pL(1− pH)

]
(κ− κD),

the Bayes-factor condition
Prκ(s | pH , pL)
PrκD

(s | pH , pL)
> B
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implies that the set of persuasive models is

[0, κS(B)) after success,

and

(κF (B), 1] after failure,

whenever these sets are nonempty. They are nonempty if and only if B < B̄S and

B < B̄F , respectively.

We now consider the outcome states separately.

Failure (s = 0). If B ≥ B̄F , no persuasive proposal exists, so the principal retains the

default model κD.

Suppose next that B < B̄F , so that persuasive proposals exist. Among persuasive

proposals, κ = 1 assigns the highest likelihood to failure. Hence, conditional on proposing

a persuasive model, proposing κ = 1 is optimal whenever the agent weakly prefers a

higher adopted complementarity level. The arguments in the proofs of Propositions 1

and 3 therefore apply without change: if α > 0, at least one agent proposes κi = 1,

inducing κ̂ = 1.

If instead α = 0 and ρ > 0, the proof of Proposition 2 applies. Thus, if w(qi, qj) is

strictly increasing in the posterior difference qi − qj, the higher-ranked agent proposes

κH = 1, inducing κ̂ = 1. If w(qi, qj) is strictly increasing only in the posterior ratio qi/qj,

both agents are indifferent across persuasive proposals after failure and, by the tie-break

convention, neither proposes a model; hence the principal retains κD.

Success (s = 1). If B ≥ B̄S, no persuasive proposal exists, so the principal retains the

default model κD.

Suppose next that B < B̄S, so that persuasive proposals exist. If ρ = 0, the proof

of Proposition 1 applies: every persuasive proposal satisfies κ < κD and therefore lowers

absolute reputation, so neither agent proposes a model and the principal retains κD.

If ρ > 0, the proof of Proposition 3 applies with the feasible set of persuasive comple-

mentarity levels given by [0, κS(B)). The lower-ranked agent does not propose a model.

The higher-ranked agent chooses a proposal that induces

κ̂ ∈ arg max
κ∈[0,κS(B))∪{κD}

{
α a

(
q1H(pH , pL, κ)

)
+ ρwH

(
q1H(pH , pL, κ), q

1
L(pL, pH , κ)

)
vH(R)

}
.

The comparative-static argument from the proof of Proposition 3 is unchanged, except

that the choice set is now restricted to [0, κS(B)) ∪ {κD}. In particular, for vH(R)

sufficiently low, the higher-ranked agent does not propose a model, so that κ̂ = κD,
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whereas for vH(R) sufficiently high, she proposes the lowest feasible persuasive model,

namely κH = 0, inducing κ̂ = 0.

Proposition A.1 shows that a higher persuasion rule leaves the qualitative structure

of equilibrium persuasion unchanged whenever persuasion remains feasible. Following

success, persuasion still moves the adopted model toward lower complementarity; fol-

lowing failure, it moves the adopted model toward higher complementarity. Raising

the threshold B makes persuasion more demanding and may eliminate it entirely if no

proposed model improves the likelihood of the observed outcome sufficiently relative to

the default. Importantly, increasing the Bayes-factor threshold restricts persuasion by

eliminating models close to the default interpretation κD. The set of persuasive models

therefore shifts away from κD toward the boundaries of the model space. Consequently,

conditional on persuasion remaining feasible, the equilibrium proposal must lie at least

as far from κD as in the baseline case, and may in fact involve a larger departure from

the default model.

Note that all of our subsequent result including the attenuation of belief updating,

the inflation of posterior differences, and the resulting evaluation and promotion biases,

only depend on existence of persuasion and the direction of it. Since the direction of

persuasion is unchanged, they remain valid conditional on persuasion occurring.

A.2 Restricted admissible model sets

Another refinement discussed in Schwartzstein and Sunderam (2021) is that receivers may

refuse to consider certain models altogether. In their framework, receivers may only be

willing to entertain models that satisfy particular structural restrictions or are consistent

with prior knowledge about the environment.

In our setting, a natural interpretation is that the principal may be reluctant to depart

too far from the default interpretation of the task structure. We therefore consider the

case in which the principal only entertains models within a neighborhood of the default

complementarity level.

Formally, suppose the principal only entertains models in an ε–neighborhood of the

default model. Let the set of admissible models be

Kε = {κ ∈ [0, 1] : |κ− κD| ≤ ε}.

If an agent proposes a model κ /∈ Kε, the proposal is not considered by the principal.

This refinement restricts the extent of persuasion but, because the default model lies

in the interior, does not alter the conditions under which persuasion occurs. In particular,

the admissible set contains models both above and below κD. Since models with κ < κD
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are persuasive following success and models with κ > κD are persuasive following failure,

the intersection of admissible and persuasive models is nonempty for both outcomes.

Since any sufficiently small move away from the default in the relevant direction is both

persuasive and, given the conditions defined in the main text, payoff-improving, the

direction, as well as the qualitative effects of persuasion remain unchanged: following

success, equilibrium persuasion moves the adopted model toward lower complementarity,

whereas following failure it moves the adopted model toward higher complementarity.

Formally, let

κε := max{0, κD − ε}, κε := min{1, κD + ε}.

Then Propositions 1–3 continue to hold with κε and κε replacing 0 and 1 as the lower

and upper bound of admissible models, respectively.

A.3 Receiver skepticism toward interested persuaders

Schwartzstein and Sunderam (2021) also consider the possibility that receivers are skep-

tical of models proposed by interested agents (see their Appendix E, in particular). In

their formulation, receivers discount the likelihood of models that are known to benefit

the persuader. Specifically, if a proposed model is in the persuader’s interest, the receiver

evaluates it using a discounted likelihood (1−σ) Pr(h | m), where σ ∈ [0, 1] measures the

degree of skepticism.

In our environment, equilibrium proposals, if nonempty, are always payoff-improving

for the proposing agent. Consequently, the skepticism adjustment is equivalent to re-

quiring the likelihood of any proposed model to exceed that of the default by a factor

1/(1 − σ). Thus receiver skepticism corresponds to the threshold rule analyzed in Sec-

tion A.1 with B = 1/1 − σ. The robustness results derived under the Bayes-factor rule

therefore also characterize equilibrium persuasion under receiver skepticism.

B Cheap Talk

One may ask whether agents could influence the principal’s beliefs through cheap talk

rather than through model persuasion. In our environment, cheap talk cannot generate

informative belief updating. Hence, the effects studied in our paper cannot be generated

by cheap talk.

For the purpose of this argument, consider a pure cheap-talk benchmark. After ob-

serving the project outcome s, agents may send costless, non-binding messages about

any payoff-relevant object: their own ability, the other agent’s ability, or the task en-

vironment, including the putative true model κtrue. Crucially, these messages have no
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direct payoff consequences and are not themselves model proposals. They can matter

only insofar as the principal updates his beliefs in response to them.

Consider any profile of cheap-talk messages sent by the two agents. After observing

the messages, the principal forms posteriors

q̃i := Pr(ti = 1 | s,messages), q̃j := Pr(tj = 1 | s,messages),

and then evaluates the agents using these posteriors. Hence, agent i’s payoff from any

induced posterior pair (q̃i, q̃j) is

π̃i(q̃i, q̃j) = αa(q̃i) + ρw(q̃i, q̃j)vi(R).

Crucially, fixing the other agent’s message and comparing any two messages inducing

posterior pairs (q̃i, q̃j) and (q̃i
′, q̃j

′), respectively, agent i prefers the first message if and

only if

αa(q̃i) + ρw(q̃i, q̃j)vi(R) ≥ αa(q̃i
′) + ρw(q̃i

′, q̃j
′)vi(R).

This comparison depends only on the induced posterior pairs and on fixed primitives. It

does not depend on agent i’s realized ability ti, the other agent’s realized ability tj, or

the actual complementarity model κtrue. Thus, conditional on fixed priors (pi, pj), agent

i’s ranking of messages is identical across all realizations of (ti, tj, κtrue).

This immediately rules out informative cheap talk. To see this, suppose toward a

contradiction that there exists an equilibrium in which messages are informative about

some element of the underlying realization (ti, tj, κtrue). Fixing priors (pi, pj), there must

then exist two such realizations under which agent i sends different messages on path

and induces different posterior pairs. But since agent i ranks posterior pairs in exactly

the same way regardless of the realization, any message that is optimal in one state is

optimal in every state. Therefore different realizations—different abilities or different

data generation processes—cannot induce different messages in equilibrium. It follows

that, in any equilibrium, messages convey no information, so on the equilibrium path

the principal’s posterior beliefs are unchanged by communication and cheap talk cannot

affect the principal’s assessment of either agent.15

15Note that, in principle, one can construct non-robust cheap-talk equilibria in which several mes-
sages induce the same payoff, yet different realizations select different payoff-equivalent messages. Such
equilibria however must rely on ad-hoc, realization-specific tie-breaking rules, and hence are eliminated
by imposing realization-independent tie-breaking, or by arbitrarily small perturbations that make the
agent’s ranking over posterior pairs strict. Put precisely, then, in our environment, cheap talk cannot
generate informative belief updating in any robust, incentive-driven sense.
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C Microfounding w(qi, qj) via contest functions

The main text assumes that the winning probability w(qi, qj) is continuous, differentiable,

and strictly increasing either in the posterior difference qi − qj, in the posterior ratio

qi/qj, or in both. This appendix shows that these assumptions nest standard contest

success functions used in the literature and that such functions admit natural reduced-

form interpretations in hiring and promotion settings.

A convenient way to generate smooth winning probabilities is to assume that the

principal awards the relative reputation prize to the agent with the higher latent quality

index,

q̃i = ϕ(qi) + εi, q̃j = ϕ(qj) + εj,

where ϕ(·) is strictly increasing and εi, εj are i.i.d. idiosyncratic shocks. Agent i receives

the prize whenever q̃i ≥ q̃j, so

w(qi, qj) = Pr(q̃i ≥ q̃j) = Pr(εj − εi ≤ ϕ(qi)− ϕ(qj)). (9)

If the difference εj − εi has a continuous CDF G, then

w(qi, qj) = G
(
ϕ(qi)− ϕ(qj)

)
.

Hence w is continuous and differentiable, and is strictly increasing in ϕ(qi)− ϕ(qj).

This latent-index representation immediately nests several standard contest success

functions. If ϕ(q) = µq with µ > 0 and εi, εj are i.i.d. Gumbel (type-I extreme value),

then εj − εi is logistic and

w(qi, qj) =
1

1 + exp(−µ(qi − qj))
,

which is the familiar logit form. If instead εi, εj are i.i.d. normal with variance σ2
ε , then

w(qi, qj) = Φ

(
qi − qj√

2σε

)
,

which is the probit form. Finally, if ϕ(q) = q and the shock difference εj − εi is uniform

on [−1, 1], then

w(qi, qj) =
1

2
(1 + qi − qj),

which is the familiar linear difference form. In all three cases, the winning probability

is strictly increasing in the posterior difference qi − qj.
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To obtain a ratio form, let

ϕ(q) = µ log q, µ > 0,

and assume again that εi, εj are i.i.d. Gumbel (type-I extreme value).16 Then

w(qi, qj) =
1

1 + exp
(
−µ(log qi − log qj)

) =
qµi

qµi + qµj
,

which is the generalized Tullock contest success function. Here, the winning proba-

bility is strictly increasing in the posterior ratio qi/qj.
17

These examples show that our assumptions on w(qi, qj) nest the standard contest

success functions used in the literature, see, for instance Jia, Skaperdas and Vaidya

(2013).

D Observer-side explanations of reward gaps

This appendix formalizes the argument in Subsection 6.2. The purpose is not to model

public opinion dynamics in full generality, but to show how different fitted explanations

of the same reward gap can coexist when society adopts models according to how well

they explain the observed data. The appendix proceeds in three steps. First, we define

a family of observer models built on the same basic principal–agent environment as the

main model, but without model persuasion inside organizations. Second, we show that

two polar explanations—taste discrimination and ability differences across social types—

can each be fitted to match the same observed reward gap. Third, we show how persistent

disagreement arises when observers select explanations by model fit.

D.1 Common environment

We focus on a mixed-type team consisting of one M -type and one W -type agent. As

in the main text, each agent i ∈ {M,W} has binary ability ti ∈ {0, 1}. For each type

i ∈ {M,W}, let τi ∈ (0, 1) denote the fraction of high-ability agents among agents of

type i. Before observing the team outcome, the principal receives a prior signal zi about

each agent’s ability. This signal induces a prior belief

pi(zi; τi) = Pr(ti = 1 | zi; τi) ∈ (0, 1)

16It is enough here to restrict attention to interior posteriors qi, qj ∈ (0, 1); boundary cases follow by
continuity.

17In the logit and Tullock forms, the parameter µ governs how sensitive the decision is to relative
posterior advantage: as µ → 0, w(qi, qj) → 1/2, while as µ → ∞, the rule converges to deterministic
selection of the agent with the higher posterior.
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that agent i is of high ability. We assume that, for every fixed signal realization zi, the

prior pi(zi; τi) is continuous and strictly increasing in τi.

The principal then observes the outcome s ∈ {0, 1}, where s = 1 denotes success and

s = 0 failure. In the observer-side models developed here, there is no model persua-

sion inside the organization. The principal therefore interprets outcomes using a fixed

complementarity model κD, namely the same default model as in the main text. Let

qsi
(
pM , pW ;κD

)
denote the principal’s posterior belief that agent i is highly able after

observing outcome s, when the pre-outcome beliefs are (pM , pW ) and the fixed comple-

mentarity parameter is κD. These posterior functions are the same Bayesian updating

objects as in the main text; only the strategic model-persuasion channel is absent here.

For analytical simplicity of the observer-side models, reward R is assigned determin-

istically to the agent whom the principal ranks higher ex post, where this evaluation

reflects both posterior assessments and any taste-based bias in favor of one social type.

Specifically, the reward is assigned to the M -type whenever

qM − qW + θ ≥ 0, (10)

and to the W -type otherwise. The parameter θ ∈ R captures taste-based bias in favor

of M over W . Thus θ = 0 corresponds to unbiased reward allocation, while θ > 0 favors

M -types.

Because we focus on mixed-type teams, the reward gap predicted by any observer

model m can be written as

D(m) := Pr
m
(M rewarded)− Pr

m
(W rewarded) = 2Pr

m
(M rewarded)− 1. (11)

ThusD(m) > 0 means thatM -types receive rewards more often thanW -types, D(m) < 0

the reverse, and D(m) = 0 equal reward shares.18

D.2 Two polar observer models

We now specialize the common environment above to the two polar observer models

emphasized in the main text.

18Focusing on mixed-type teams is without loss of generality for the purpose of explaining reward
gaps across social types. In same-type teams, both agents belong to the same social type, so such teams
do not contribute directly to the difference between the reward shares of M - and W -types. They only
affect the aggregate gap through their relative frequency in the population, which can be absorbed into
the weighting of mixed-type outcomes. The mechanism by which alternative observer models rationalize
cross-type reward gaps is therefore fully captured by mixed-type teams.
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Model 1: Taste-discrimination model. Suppose first that the two social types have

identical ability distributions,

τM = τW = τ̄ ∈ (0, 1),

so that any reward gap arises solely through taste-based bias in reward allocation. Let

Dtaste(θ) denote the resulting reward gap.

Model 2: Ability-gap model. Suppose instead that reward allocation is unbiased,

so θ = 0, and that any reward gap arises solely through differences in underlying ability

across social types. Let

ω :=
τM/(1− τM)

τW/(1− τW )

denote the odds ratio of high ability for M -types relative to W -types. Thus, ω = 1

corresponds to identical ability distributions, while ω > 1 means that M -types are more

likely than W -types to be highly able. Let Dability(ω) denote the resulting reward gap.

By construction, both Dtaste(θ) and Dability(ω) are continuous in their arguments.

Moreover,

Dtaste(0) = Dability(1) = 0.

For the taste-discrimination model, increasing θ expands the set of states in which the M -

type is rewarded, so Dtaste(θ) is weakly increasing in θ, and strictly increasing whenever

Dtaste ∈ (−1, 1).

For the ability-gap model, increasing ω raises the prior of the M -type relative to the

W -type for every signal realization, and therefore also raises the posterior comparison

qM−qW under the fixed complementarity model κD. HenceDability(ω) is strictly increasing

in ω. In addition,

lim
ω→0

Dability(ω) = −1 and lim
ω→∞

Dability(ω) = 1,

because τM(ω) → 0 as ω → 0 and τM(ω) → 1 as ω → ∞. Thus the image of Dability is

also (−1, 1).

We can now formalize the matching result underlying Proposition 4 in the main text.

Proposition D.2 (Formal version of Proposition 4). For any observed reward gap d̂ ∈
(−1, 1), there exist fitted values θ(d̂) and ω(d̂) such that

Dtaste(θ(d̂)) = d̂ and Dability(ω(d̂)) = d̂.

If d̂ > 0, then θ(d̂) > 0 and ω(d̂) > 1; if d̂ < 0, then θ(d̂) < 0 and ω(d̂) < 1.
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Proof. The claim follows directly from continuity and strict monotonicity of the two gap

functions, together with the normalizations Dtaste(0) = 0 and Dability(1) = 0. Since both

model families generate reward gaps in (−1, 1) continuously as their parameters vary, any

gap can be matched by suitable fitted values of θ and ω. The sign statements follow from

strict monotonicity.

Proposition D.2 shows that the same observed reward gap can be rationalized by

two substantively different observer-side explanations: taste discrimination in reward

allocation, or differences in underlying ability across social types.

D.3 Model selection by fit and persistent disagreement

We now show how disagreement persists when society selects explanations solely by fit

to the observed reward gap. Let society observe an empirical reward gap d̂ ̸= 0. The

observers’ benchmark model is m0 := (θ, ω) = (0, 1) which predicts D(m0) = 0. Since

d̂ ̸= 0, the benchmark model does not fit the data perfectly.

Suppose individuals evaluate competing explanations according to a fit criterion

L(m; d̂) = ℓ
(
|D(m)− d̂|

)
, (12)

where ℓ : R+ → R is continuous and strictly decreasing. This nests the maximum-

likelihood logic used in the model-persuasion literature: better-fitting models are ranked

strictly above worse-fitting ones.

Let

mT (d̂) := θ(d̂) and mA(d̂) := ω(d̂)

denote the fitted taste-discrimination and ability-gap models from Proposition D.2. Since

both match the observed gap exactly,

Dtaste(mT (d̂)) = d̂ and Dability(mA(d̂)) = d̂.

Therefore

L(mT (d̂); d̂) = L(mA(d̂); d̂) = ℓ(0) > L(m0; d̂).

Thus both fitted models strictly dominate the benchmark model in fit, while fitting the

data equally well as each other.

To model how observers are exposed to explanations, suppose there exist two plat-

forms T and A. Platform T promotes the fitted taste-discrimination model mT (d̂), while

Platform A promotes the fitted ability-gap model mA(d̂). Let a fraction λ ∈ (0, 1) of so-

ciety be initially exposed to Platform T and the remaining fraction 1− λ to Platform A.
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Observers adopt a newly encountered explanation if it fits the data strictly better than

their current one; if the new explanation fits no better, they do not switch.

Under the adoption rule above, a fraction λ of society then adopts the fitted taste-

discrimination model and a fraction 1 − λ adopts the fitted ability-gap model. This

distribution is stable: later exposure to the competing model does not induce switching.

Initial adoption is immediate because both fitted models strictly outperform the bench-

mark model in fit. After adoption, an observer holding one fitted model does not switch

to the other because the competing model fits the data equally well, not strictly better.

Hence the initial exposure split is preserved in steady state.

This argument captures the sense in which persistent disagreement arises naturally.

The same reward gap can sustain different observer-side explanations because model fit

alone does not discipline society toward one interpretation rather than the other.

E Proofs of formal results in the main text

Proof of Lemma 1 (Absolute reputation as a function of κ). Fix i ∈ {L,H} and let

j ̸= i.

Following success,

q1i (pi, pj, κ) =
pi
[
pj + (1− pj)(1− κ)

]
pipj +

[
pi(1− pj) + (1− pi)pj

]
(1− κ)

.

Differentiating with respect to κ and simplifying yields

∂q1i (pi, pj, κ)

∂κ
=

pi(1− pi)p
2
j(

pipj +
[
pi(1− pj) + (1− pi)pj

]
(1− κ)

)2 .
Since pi, pj ∈ (0, 1), the numerator is strictly positive and the denominator is strictly

positive. Hence,
∂q1i (pi, pj, κ)

∂κ
> 0.

Following failure,

q0i (pi, pj, κ) =
pi(1− pj)κ

(1− pi)(1− pj) +
[
pi(1− pj) + (1− pi)pj

]
κ
.

Differentiating with respect to κ and simplifying yields

∂q0i (pi, pj, κ)

∂κ
=

pi(1− pi)(1− pj)
2(

(1− pi)(1− pj) +
[
pi(1− pj) + (1− pi)pj

]
κ
)2 .
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Again, since pi, pj ∈ (0, 1), the numerator and denominator are strictly positive, so

∂q0i (pi, pj, κ)

∂κ
> 0.

Thus, for both s ∈ {0, 1}, the posterior belief qsi (pi, pj, κ) is strictly increasing in κ.

Since a(·) is strictly increasing, the absolute reputation a(qsi ) is strictly increasing in κ as

well.

Proof of Proposition 1 (Equilibrium with absolute reputation only). Suppose α > 0 and

ρ = 0. Then each agent i maximizes

πi = α a(qi),

so by Lemma 1, each agent’s payoff is strictly increasing in the complementarity model

κ̂ ultimately adopted by the principal.

We consider the two possible outcome states separately.

(i) Failure (s = 0). By Observation 1, the principal adopts κ̂ = max{κD, κL, κH},
where non-proposals are ignored. Hence each agent prefers the adopted model to be as

large as possible.

For any proposal κi < 1 (including κi = ∅), the proposal κ′
i = 1 weakly dominates κi:

for every proposal of the other agent, proposing κ′
i = 1 yields an adopted model weakly

larger than that under κi, and for some proposals of the other agent (for instance if the

other agent does not propose a model, or proposes some κj < 1), it yields the strictly

larger adopted model κ̂ = 1. Since payoffs are strictly increasing in κ̂, this implies a

strictly higher payoff in those cases.

Thus, among weakly undominated strategies, the only remaining proposal is κi = 1.

Hence in equilibrium both agents propose κL = κH = 1, and the principal adopts κ̂ = 1.

(ii) Success (s = 1). By Observation 1, the principal adopts κ̂ = min{κD, κL, κH},
again ignoring non-proposals. Since the default model κD is always in the consideration

set, the adopted model can never exceed κD. Hence each agent weakly prefers not to

lower the adopted model below κD.

Consider first any proposal κi < κD. Such a proposal is weakly dominated by not

proposing a model, κi = ∅: for every proposal of the other agent, not proposing yields an

adopted model weakly at least as large, and if the other agent does not propose a model

(or proposes some κj ≥ κD), then proposing κi < κD strictly lowers the adopted model

from κD to κi. Since payoffs are strictly increasing in κ̂, this strictly reduces the agent’s

payoff.
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Now consider any proposal κi ≥ κD. Such a proposal has exactly the same effect on

the adopted model as not proposing, for every proposal of the other agent, because

min{κD, κi, κj} = min{κD, κj} whenever κi ≥ κD.

Hence the agent is indifferent between proposing any such model and not proposing. By

our tie-break convention, the agent does not propose a model in that case.

Therefore, in equilibrium both agents choose κL = κH = ∅, and the principal retains

the default model, κ̂ = κD.

Proof of Lemma 2 (Relative reputation as a function of κ). By the assumptions on

w(qi, qj), the agents’ winning probabilities move with the higher-ranked agent’s posterior

standing relative to that of the lower-ranked agent. It is therefore sufficient to study

how the posterior difference qH − qL and the posterior ratio qH/qL vary with κ.

Failure (s = 0). Using

q0i (pi, pj, κ) =
pi(1− pj)κ

(1− pi)(1− pj) +
[
pi(1− pj) + (1− pi)pj

]
κ
,

we obtain

q0H − q0L =
(pH − pL)κ

(1− pH)(1− pL) +
[
pH(1− pL) + (1− pH)pL

]
κ
.

Differentiating with respect to κ yields

∂

∂κ
(q0H − q0L) =

(pH − pL)(1− pH)(1− pL)(
(1− pH)(1− pL) +

[
pH(1− pL) + (1− pH)pL

]
κ
)2 > 0,

since pH > pL and pH , pL ∈ (0, 1). Hence the posterior difference q0H − q0L is strictly

increasing in κ.

By contrast,
q0H
q0L

=
pH(1− pL)

pL(1− pH)
,

which is independent of κ.

It follows that after failure, a higher κ strictly improves the higher-ranked agent’s

relative standing, and strictly worsens that of the lower-ranked agent, whenever w(qi, qj) is

strictly increasing in the posterior difference qi−qj. If instead w(qi, qj) is strictly increasing

only in the posterior ratio qi/qj, both winning probabilities are constant in κ. Under

the maintained assumption that w(qi, qj) is strictly increasing in the posterior difference

qi − qj, the posterior ratio qi/qj, or both, this implies that wH is weakly increasing and

wL is weakly decreasing in κ.
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Success (s = 1). Using

q1i (pi, pj, κ) =
pi
[
pj + (1− pj)(1− κ)

]
pipj +

[
pi(1− pj) + (1− pi)pj

]
(1− κ)

,

we obtain

q1H − q1L =
(pH − pL)(1− κ)

pHpL +
[
pH(1− pL) + (1− pH)pL

]
(1− κ)

.

Differentiating with respect to κ yields

∂

∂κ
(q1H − q1L) = − (pH − pL)pHpL(

pHpL +
[
pH(1− pL) + (1− pH)pL

]
(1− κ)

)2 < 0.

Hence the posterior difference q1H − q1L is strictly decreasing in κ.

Moreover,
q1H
q1L

=
pH

[
1− (1− pL)κ

]
pL

[
1− (1− pH)κ

] .
Differentiating gives

∂

∂κ

(
q1H
q1L

)
= − pH(pH − pL)

pL
[
1− (1− pH)κ

]2 < 0.

Thus both the posterior difference and the posterior ratio of the higher-ranked relative to

the lower-ranked agent are strictly decreasing in κ after success. Since w(qi, qj) is strictly

increasing in the posterior difference qi − qj, the posterior ratio qi/qj, or both, it follows

that wH is strictly decreasing in κ, while wL is strictly increasing in κ.

Proof of Proposition 2 (Equilibrium with relative reputation only). Suppose α = 0 and

ρ > 0. Then each agent i maximizes

πi = ρwi vi(R),

so each agent’s preferences over proposals are entirely determined by how the adopted

complementarity model κ̂ affects her probability of obtaining the relative reputation re-

ward. We consider the two outcome states separately.

(i) Failure (s = 0). By Observation 1, the principal adopts

κ̂ = max{κD, κL, κH},

ignoring non-proposals.

Consider first the lower-ranked agent. By Lemma 2, wL is weakly decreasing in κ
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after failure. Hence any proposal κL > κD is weakly dominated by not proposing a

model, κL = ∅: for every proposal of the higher-ranked agent, not proposing yields

an adopted model weakly no larger than that induced by κL > κD, and if the higher-

ranked agent proposes κH ≤ κD or does not propose, then κL > κD strictly increases the

adopted model. Since a higher adopted κ weakly lowers the lower-ranked agent’s winning

probability, such proposals are weakly dominated. Any proposal κL ≤ κD has exactly

the same effect on the adopted model as not proposing, because

max{κD, κL, κH} = max{κD, κH} whenever κL ≤ κD.

Hence the lower-ranked agent is indifferent between any such proposal and not proposing,

and by the tie-break convention does not propose a model. Thus κL = ∅ in equilibrium.

Now consider the higher-ranked agent.

If w(qi, qj) is strictly increasing in the posterior difference qi − qj, then by Lemma 2,

wH is strictly increasing in κ after failure. Therefore any proposal κH < 1 (including

κH = ∅) is weakly dominated by κH = 1: for every proposal of the lower-ranked agent,

proposing κH = 1 yields an adopted model weakly larger than under κH < 1, and if the

lower-ranked agent does not propose a model or proposes some κL ≤ κD, it yields the

strictly larger adopted model κ̂ = 1. Since wH is strictly increasing in κ, this strictly

raises the higher-ranked agent’s payoff in those cases. Thus the only weakly undominated

proposal is κH = 1, so in equilibrium κH = 1 and κ̂ = 1.

If instead w(qi, qj) is strictly increasing only in the posterior ratio qi/qj, then by

Lemma 2, both agents’ winning probabilities are constant in κ after failure. Hence all

proposals are payoff-equivalent to not proposing. By the tie-break convention, neither

agent proposes a model. Thus κL = κH = ∅ and κ̂ = κD.

(ii) Success (s = 1). By Observation 1, the principal adopts

κ̂ = min{κD, κL, κH},

again ignoring non-proposals.

By Lemma 2, wL is strictly increasing in κ after success. Hence any proposal κL < κD

is weakly dominated by not proposing a model, since for every proposal of the higher-

ranked agent, not proposing yields an adopted model weakly at least as large, and if

the higher-ranked agent proposes κH ≥ κD or does not propose, then κL < κD strictly

lowers the adopted model and thereby strictly lowers the lower-ranked agent’s winning

probability. Any proposal κL ≥ κD is equivalent to not proposing, because

min{κD, κL, κH} = min{κD, κH} whenever κL ≥ κD.
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Hence, by the tie-break convention, the lower-ranked agent does not propose a model in

equilibrium.

Finally, again by Lemma 2, wH is strictly decreasing in κ after success. Therefore

any proposal κH > 0 (including κH = ∅) is weakly dominated by κH = 0: for every

proposal of the lower-ranked agent, proposing κH = 0 yields an adopted model weakly

smaller than under κH > 0, and if the lower-ranked agent does not propose a model or

proposes some κL ≥ κD, it yields the strictly smaller adopted model κ̂ = 0. Since wH is

strictly decreasing in κ, this strictly increases the higher-ranked agent’s payoff in those

cases. Hence the only weakly undominated proposal is κH = 0, which induces κ̂ = 0.

Proof of Proposition 3 (Equilibrium with absolute and relative reputation). Suppose

α, ρ > 0. Then each agent i maximizes

πi = α a(qi) + ρwi vi(R).

We again consider the two outcome states separately.

(i) Failure (s = 0). By Observation 1, the principal adopts

κ̂ = max{κD, κL, κH},

ignoring non-proposals.

Consider first the higher-ranked agent. By Lemma 1, absolute reputation is strictly

increasing in κ. By Lemma 2, the higher-ranked agent’s winning probability wH is weakly

increasing in κ after failure. Hence the higher-ranked agent’s payoff is strictly increasing

in the adopted complementarity level κ̂. Therefore any proposal κH < 1 (including

κH = ∅) is weakly dominated by κH = 1: for every proposal of the lower-ranked agent,

proposing κH = 1 yields an adopted model weakly larger than under κH < 1, and for

some proposals of the lower-ranked agent it yields the strictly larger adopted model κ̂ = 1.

Hence the only weakly undominated proposal of the higher-ranked agent is κH = 1, which

induces κ̂ = 1.

Given κH = 1, the adopted model is κ̂ = 1 regardless of the lower-ranked agent’s

proposal. Thus all proposals of the lower-ranked agent yield the same payoff in equilib-

rium. By the tie-break convention, the lower-ranked agent does not propose a model, so

κL = ∅.

(ii) Success (s = 1). By Observation 1, the principal adopts

κ̂ = min{κD, κL, κH},
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again ignoring non-proposals.

Consider first the lower-ranked agent. By Lemma 1, absolute reputation is strictly

increasing in κ, and by Lemma 2, the lower-ranked agent’s winning probability wL is

strictly increasing in κ after success. Hence the lower-ranked agent’s payoff is strictly

increasing in the adopted complementarity level κ̂.

It follows that any proposal κL < κD is weakly dominated by not proposing a model:

for every proposal of the higher-ranked agent, not proposing yields an adopted model

weakly at least as large, and for some proposals of the higher-ranked agent (for instance if

κH ≥ κD or κH = ∅), proposing κL < κD strictly lowers the adopted model and therefore

strictly lowers the lower-ranked agent’s payoff. Any proposal κL ≥ κD is equivalent to

not proposing, because

min{κD, κL, κH} = min{κD, κH} whenever κL ≥ κD.

Hence, by the tie-break convention, the lower-ranked agent does not propose a model in

equilibrium: κL = ∅.

Given κL = ∅, the higher-ranked agent can induce any adopted complementarity level

in [0, κD]: proposing a model that implies κ ∈ [0, κD) induces κ̂ = κ, while not proposing

induces κ̂ = κD. Her payoff from inducing κ ∈ [0, κD] is

α a
(
q1H(pH , pL, κ)

)
+ ρwH

(
q1H(pH , pL, κ), q

1
L(pL, pH , κ)

)
vH(R).

Hence the adopted complementarity level must solve

κ̂ ∈ arg max
κ∈[0,κD]

{
α a

(
q1H(pH , pL, κ)

)
+ ρwH

(
q1H(pH , pL, κ), q

1
L(pL, pH , κ)

)
vH(R)

}
.

If the maximizer satisfies κ̂ < κD, the higher-ranked agent proposes a model implying

κH = κ̂; if κ̂ = κD, she does not propose a model.

It remains to establish the comparative static in vH(R). For κ ∈ [0, κD], define

ΠH(κ; v) := α a
(
q1H(pH , pL, κ)

)
+ ρwH

(
q1H(pH , pL, κ), q

1
L(pL, pH , κ)

)
v,

where v denotes the valuation of the relative reputation reward.

Take any two complementarity levels 0 ≤ κ′ < κ′′ ≤ κD. Then

ΠH(κ
′′; v)− ΠH(κ

′; v) = α
[
a
(
q1H(κ

′′)
)
− a

(
q1H(κ

′)
)]

+ ρv
[
wH(κ

′′)− wH(κ
′)
]
.

By Lemma 1, the first bracket is strictly positive. By Lemma 2, the second bracket is

strictly negative. Hence, for any κ′ < κ′′, the payoff advantage of the higher comple-

mentarity level κ′′ over the lower one κ′ is strictly decreasing in v. Therefore, as vH(R)

52



increases, the higher-ranked agent’s equilibrium proposal shifts toward models implying

weakly lower complementarity.

We now establish the two endpoint implications of this comparative static. Define

A(κ) := a
(
q1H(pH , pL, κ)

)
, W (κ) := wH

(
q1H(pH , pL, κ), q

1
L(pL, pH , κ)

)
.

Then

ΠH(κ; vH(R)) = αA(κ) + ρvH(R)W (κ).

By Lemmas 1 and 2, A′(κ) > 0 and W ′(κ) < 0 for all κ ∈ [0, κD]. Since both derivatives

are continuous and [0, κD] is compact, the continuous functions A′ and −W ′ attain their

minima and maxima on [0, κD]. Hence there exist constants

m := min
κ∈[0,κD]

A′(κ) > 0, m := max
κ∈[0,κD]

A′(κ) < ∞,

and

M := min
κ∈[0,κD]

(
−W ′(κ)

)
> 0, M := max

κ∈[0,κD]

(
−W ′(κ)

)
< ∞.

We first show that for vH(R) sufficiently low, the higher-ranked agent does not propose

a model. Fix any κ < κD. By the mean value theorem,

A(κD)− A(κ) ≥ m(κD − κ)

and

W (κ)−W (κD) ≤ M(κD − κ).

Therefore,

ΠH(κD; vH(R))− ΠH(κ; vH(R)) = α
[
A(κD)− A(κ)

]
− ρvH(R)

[
W (κ)−W (κD)

]
≥

[
αm− ρvH(R)M

]
(κD − κ).

Hence, whenever

vH(R) <
αm

ρM
,

we have

ΠH(κD; vH(R))− ΠH(κ; vH(R)) > 0 for every κ < κD.

Since α, ρ > 0 and m,M > 0, the cutoff

αm

ρM

is strictly positive, so positive values of vH(R) satisfying the condition indeed exist. Thus,
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for vH(R) > 0 sufficiently low, κD is the unique maximizer. For such values vH(R), the

higher-ranked agent therefore does not propose a model, and the principal retains κ̂ = κD.

Next, we show that for vH(R) sufficiently high, the higher-ranked agent proposes

κH = 0. For every κ ∈ [0, κD],

∂ΠH(κ; vH(R))

∂κ
= αA′(κ) + ρvH(R)W ′(κ) ≤ αm− ρvH(R)M.

Therefore, whenever

vH(R) >
αm

ρM
,

we have
∂ΠH(κ; vH(R))

∂κ
< 0 for all κ ∈ [0, κD].

So ΠH(κ; vH(R)) is then strictly decreasing on [0, κD], and its unique maximizer is κ = 0.

Hence, for vH(R) sufficiently high, the higher-ranked agent proposes κH = 0, inducing

κ̂ = 0.

Proof of Lemma 3 (Persuasion attenuates belief updating relative to the default).

Whenever equilibrium persuasion occurs following failure, Propositions 1, 2, and 3 imply

that the principal adopts κ̂ = 1 > κD. By Lemma 1, q0i (pi, pj, κ) is strictly increasing in

κ. Hence

q0i (κ̂) = q0i (1) > q0i (κD).

Subtracting both sides from pi yields

pi − q0i (κ̂) < pi − q0i (κD).

Whenever equilibrium persuasion occurs following success, Propositions 2 and 3 imply

that the principal adopts some κ̂ < κD. Again by Lemma 1, q1i (pi, pj, κ) is strictly

increasing in κ. Hence

q1i (κ̂) < q1i (κD).

Subtracting pi from both sides yields

q1i (κ̂)− pi < q1i (κD)− pi.

The final claims about when persuasion occurs follow directly from Propositions 2

and 3.

Proof of Corollary 1 (Persuasion inflates posterior differences relative to the default).

By Lemma 3, whenever equilibrium persuasion occurs, the posterior belief of each agent

is closer to its prior than under the default model.
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Following failure, this means

pi − q0i (κ̂) < pi − q0i (κD) for i ∈ {L,H}.

Since pH > pL, moving both posteriors closer to their priors increases the posterior

difference, so

q0H(κ̂)− q0L(κ̂) > q0H(κD)− q0L(κD).

Following success, Lemma 3 implies

q1i (κ̂)− pi < q1i (κD)− pi for i ∈ {L,H}.

Again using pH > pL, attenuating the upward update of both agents’ posteriors increases

the posterior difference, so

q1H(κ̂)− q1L(κ̂) > q1H(κD)− q1L(κD).

Proof of Lemma 4 (Persuasion inflates posterior differences beyond prior differences).

(i) Failure (s = 0). Whenever equilibrium persuasion occurs following failure, Propo-

sitions 1 and 3 imply κ̂ = 1, and Proposition 2 implies the same whenever persuasion

occurs in the pure relative-reputation case. Using the posterior formula after failure,

q0i (pi, pj, κ) =
pi(1− pj)κ

(1− pi)(1− pj) +
[
pi(1− pj) + (1− pi)pj

]
κ
,

we therefore obtain

q0H(κ̂)− q0L(κ̂) = q0H(1)− q0L(1)

=
pH(1− pL)− pL(1− pH)

1− pHpL

=
pH − pL
1− pHpL

.

Since pH , pL ∈ (0, 1), we have 1− pHpL ∈ (0, 1), and therefore

pH − pL
1− pHpL

> pH − pL.

Hence

q0H(κ̂)− q0L(κ̂) > pH − pL.
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(ii) Success (s = 1). Using the posterior formula after success,

q1i (pi, pj, κ) =
pi
[
pj + (1− pj)(1− κ)

]
pipj +

[
pi(1− pj) + (1− pi)pj

]
(1− κ)

,

we obtain

q1H(κ)− q1L(κ) =
(pH − pL)(1− κ)

pHpL +
[
pH(1− pL) + (1− pH)pL

]
(1− κ)

.

Hence

q1H(κ̂)− q1L(κ̂) > pH − pL ⇐⇒ 1− κ̂

pHpL +
[
pH(1− pL) + (1− pH)pL

]
(1− κ̂)

> 1

⇐⇒ 1− κ̂ > pHpL +
[
pH(1− pL) + (1− pH)pL

]
(1− κ̂)

⇐⇒ (1− κ̂)
(
1− pH(1− pL)− (1− pH)pL

)
> pHpL

⇐⇒ (1− κ̂)
(
(1− pH)(1− pL) + pHpL

)
> pHpL

⇐⇒ κ̂ <
(1− pH)(1− pL)

(1− pH)(1− pL) + pHpL
.

Thus, following success,

q1H(κ̂)− q1L(κ̂) > pH − pL

whenever equilibrium persuasion is sufficiently strong such that

κ̂ <
(1− pH)(1− pL)

(1− pH)(1− pL) + pHpL
,

where the right-hand side of that inequality is in (0, 1) given pL, pH ∈ (0, 1).

Finally, if κH = 0, then Observation 1 implies κ̂ = 0 following success. Since

(1− pH)(1− pL)

(1− pH)(1− pL) + pHpL
> 0,

this condition is then satisfied. By Proposition 2, κH = 0 always under pure relative-

reputation concerns. By Proposition 3, the same holds under mixed motives whenever

vH(R) is sufficiently large.

Proof of Proposition 4.(Competing alternative explanations of reward gaps).

See the proof of Proposition D.2 in Appendix D.
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